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Preface
Overview
The course has four sections, Chapters 1-4 of this handbook. There is also an appendix
on basic probability and tricks for manipulating probability distributions that you should
refer to as required (Appendix A). A second appendix has some hints on programming and
coding that may be helpful (Appendix B). A third appendix contains some some results
and derivations that I have removed from the syllabus in order to focus on the core material
(Appendix C) - you may find one of them interesting or helpful in the future. Finally,
in Appendix D I have included some additional (non-compulsory) practice questions and
answers, in response to student feedback.
Every two weeks, we will cover one chapter. At the end of this period, you will have
a problem session with me as part of a pre-assigned group. Please attend the appropriate
session. The big advantage of removing the lecture component of the course is freeing up
the time for more interaction, where you can discuss the material, and any problems, with
an expert. Please also make sure you have completed the exercises and extended task,
described in more detail below, before these sessions. The final two weeks of term will give
you an opportunity to complete the coursework.
Whilst the first week has a lot of definitions, I’ve tried to avoid front-loading the (somewhat dry) techniques as much as possible. Instead, you will meet various strategies for
analysing stochastic processes as you need them to solve the biologically-related exercises
and tasks. To help orient you, I’ve included a summary table at the end of Chapters 1-3, to
which really fundamental concepts and techniques are added when they have been covered.
I have kept things simple in many places, and sometimes only alluded to the wider
context. References are provided to extra resources that will allow you to delve deeper
into technical and conceptual aspects if you are really interested. Nonetheless, I hope that
this document is a useful resource, beyond its role in this specific course. I should also
acknowledge that these notes draw heavily on a number of sources, including Aldo Faisal’s
lecture notes for a previous version of this course, John Chalker’s stochastic processes course,
and Uri Alon’s book: “An introduction to systems biology: Design principles of biological
networks.”
More details about what you should expect
You should start by reading the chapter. Linked in each chapter are explanatory videos in
which I show how to perform extended calculations and derivations, or provide illustrated
examples. These focused, bitesize videos should recreate useful aspects of a traditional
lecture course. As I am not there to emphasize key take-home messages, I have tried to
5
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make your learning objectives as obvious as possible using highlighted boxes - blue for
knowledge, and green for skills. There is an overall summary of these objectives at the start
of each chapter, and then individual boxes are positioned as appropriate within the text.
Knowledge outcomes box
Fundamental things you should know go in here.
Skills outcomes box
Fundamental techniques you should be able to apply go in here.
While reading the notes, following the videos and coming to classes is important, the
key to becoming comfortable with a set of mathematical tools is to apply them. Embedded
in the chapter (in purple highlight boxes) are short questions that encourage you to do this
as you go. Please do the questions as you encounter them! They have been placed very
carefully, and often provide a key bit of understanding for the subsequent sections. You
should submit your answers to these questions online, using the appropriate Möbius link
on Blackboard. Once you have submitted an answer, you will see a model solution. Whilst
you submit your answers online, I recommend working everything out on pen and paper
and retaining that copy for your notes.
Short question box
You should complete the exercises in these boxes, submitting your answers via the
Möbius link on blackboard. You are free to use computational tools like MATLAB.
The title of each short question box is important – it tells you what you are supposed
to learn from doing the exercise.
At the end of each chapter is an extended, more challenging task in an orange highlight
box. Model solutions to these extended tasks will be released after the GTA sessions.
Extended task box
The longer exercises will often involve coding. If it helps, you are free to adapt and
use my code from the course folder.
Please do not be discouraged if you find some of these problems, both short and extended,
hard. They are meant to challenge you and develop your understanding, not simply show to
you that you understand everything already. What matters is if you understand the material
at the end of the term. As part of this learning process, you are strongly encouraged to
discuss the material with your colleagues, privately and via the Ed Discussion board, both
before and after the sessions with me. Please be careful that you collaborate rather than
copy, however, and do not violate the plagiarism rules when preparing assessed coursework.
During the problem sessions, I will cover the problems from the chapter that proved
difficult. I will not simply write out derivations - you will be asked to direct me at each
step. You will gain much more from this process if you have attempted all the questions
before the session, even if you have found them challenging.

Chapter 1

What is a stochastic process?
Knowledge outcomes summary
• Define what is meant by a stochastic process, recognise its representation as
a random variable that is a function of time X(t), and its time-dependent
probability distribution p(x, t).
• Contrast trajectory-level and distribution-level descriptions of stochastic processes.
• Explain the Markov property of stochastic processes.
• Describe three distinct types of stochastic process: discrete-time, discrete-state;
continuous-time, discrete-state; continuous-time, continuous-state.
• Recognise the three equations governing the time evolution of the probability
distribution in the above cases (transition matrix equation, Master equation
and Fokker-Planck equation).
• Define absorbing states and first passage times of stochastic processes.

Skill outcomes summary
• Represent discrete-state stochastic processes in graphical and vector/matrix
form; interconvert between the two.
• Evolve the probability distribution of a discrete-time, discrete-state process.
• Generate sample trajectories for discrete-time, discrete-state processes.
• Use simulation to solve first passage problems for discrete-time, discrete-state
processes.
• Identify the embedded discrete-time process in a continuous-time, discrete-state
process.
7
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CHAPTER 1. WHAT IS A STOCHASTIC PROCESS?

1.1

Randomness all around us

The world is full of fluctuations, from the variable decay time of individual radioactive
nuclei up to the unpredictable behaviour of stock markets. We see this variability when
we do experiments; you never get exactly the same result twice. Some of this might be
down to errors in measurement, some may be due to inherent fluctuations in the system
we’re measuring, and some may arise due to fluctuations introduced by the environment.
Regardless, the net effect is that the output of many processes cannot be perfectly predicted.
A famous example of this is the cloned cat “CC”, who looks totally different from her genetic
donor “Rainbow”, despite the identical genomes (she’s even a different colour). 1 In some
systems, the random noise may simply blur the expected deterministic behaviour; in others,
it has fundamental effects that are crucial in understanding behaviour.
There are philosophical arguments to be had about whether much variation is truly
random, or is, in fact, a result of high-order chaos due to deterministic processes that we
are in no position to follow accurately. For example, Robert Brown famously observed that
pollen particles suspended in water appear to move randomly due to buffeting from the
water molecules 2 – for an illustration, have a look at this animation. We might argue that
if we knew the positions and velocities of the water molecules well enough, we could actually
predict this motion. But, in fact, such an undertaking is impossible, for a variety of reasons,
including the aforementioned chaotic behaviour. The net result, for all practical purposes,
is that the motion of a particle can be extremely well modelled by treating it as subject
to a series of random forces, as Einstein famously did. 2 This pragmatic approach is at the
heart of modelling, and also relates to the pragmatic approach to probability discussed in
Appendix A.
Einstein’s model of a suspended particle is an example of a dynamical system, like those
in the first half of the course, but in which the rules for time evolution contain a random
component. We say that the position of the particle is described by a stochastic process. The
word stochastic simply means random, and process indicates that we’re not just interested
in the particle’s position at one point in time, but how the position evolves over time.
We’ll be considering stochastic processes like this in the first three sections of this course.
It is important to emphasize that just because a process isn’t 100% predictable, it doesn’t
mean that we can’t say anything at all about its behaviour. We’ll be investigating exactly
what we can say over the coming weeks.

1.2

Defining stochastic processes and their probability
distributions

Knowledge outcome
A stochastic process is a family of connected random variables. Often, and for the
majority of this course, we think about the values of a single quantity X, such as
the position of a particle, over time t: our process is then X(t), a series of random
variables each characterised by its own probability p(x, t). Thus taking X at two
different times, X(t1 ) and X(t2 ), corresponds to considering two distinct random
variables with distributions P (X(t1 ) = x) = p(x, t1 ) and P (X(t2 ) = x) = p(x, t2 ).

1.2. DEFINING STOCHASTIC PROCESSES AND THEIR PROBABILITY
DISTRIBUTIONS
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For a further discussion of the meaning of “stochastic process”, and the distribution
p(x, t) please see video 1.1. In all but the most boring of cases, two random variables X(t1 )
and X(t2 ) from different time points in a stochastic process are interrelated; if Einstein’s
suspended particle has moved 5mm to the left after 5 seconds, it is more likely than not
to still be on the left after 10 seconds. So the probabilities p(x, 5) and p(x, 10) are not
independent in this case. Everything you know about the probabilities of two random
variables X and Y (summarised in Appendix A) applies just as well to two random variables
from different times in the stochastic process, X(t1 ) and X(t2 ). We can define a joint
probability p (x1 , t1 ; x2 , t2 ), the probability that X takes the value x1 at time t1 , and x2 at
time t2 . The marginal probability,

p (x1 , t1 ) =

X

p (x1 , t1 ; x2 , t2 )

(1.1)

x2 ∈AX

is simply the probability that X takes the value x1 at time t1 regardless of its value at t2 .
Here, AX is the set of possible values of X; note that we don’t integrate or sum over t2 ,
which is just a label, not a random variable.
Similarly, the conditional probability

p (x1 , t1 |x2 , t2 ) =

p (x1 , t1 ; x2 , t2 )
p (x2 , t2 )

(1.2)

is the probability that X takes the value x1 at time t1 given that it has the value x2 at t2 .
It’s worth noting that this probability makes sense for both t1 > t2 , in which case it amounts
to a probabilistic prediction of the future, and t2 > t1 , in which case it’s an inference about
the past. X(t1 ) and X(t2 ) are independent (which is unusual) if and only if the joint
probability can be factorised p (x1 , t1 ; x2 , t2 ) = p (x1 , t1 ) p (x2 , t2 ).
As with random variables you have met before, stochastic processes can have a continuous or a discrete set of possible values. If we are dealing with a continuous variable X rather
than a discrete one, then all probabilities are replaced by probability densities, and sums by
integrals, as discussed in Appendix A. We could also have more than one variable involved
in our stochastic process; X(t) and Y (t) might evolve together in a coupled fashion. All of
the above definitions extend in the natural way: p(x, y, t) is the probability that X = x and
Y = y at time t.

Tip 1.2.1. Please note that although p(x1 , t1 ) is a function of both x1 and t1 , the two
quantities are playing very different roles. p(x1 , t1 ) is not a joint probability over x1 and t1 ,
and should never be interpreted as “the probability that the X = x1 and the time is t1 .” t1
is simply a label to distinguish the same random variable at different times.

10

CHAPTER 1. WHAT IS A STOCHASTIC PROCESS?
A reminder of joint probabilities and practice interpreting the joint distribution of
X(t) at two time points of a stochastic process
Exercise 1.1. X(t1 ) and X(t2 ) are continuous random variables corresponding to a
stochastic process at (dimensionless) times t1 and t2 , t2 > t1 . Assume that
p(x2 , t2 ; x1 , t1 ) = A [x1 x2 exp (−(t2 − t1 )) + 1]

(1.3)

for −1 < x1 ≤ 1 and −1 < x2 ≤ 1, and p(x2 , t2 ; x1 , t1 ) = 0 otherwise.
A. Which value of A normalises the distribution?
B. What is the probability that X(t2 ) > 0, regardless of the value of X(t1 )?
C. What is the probability that both X(t1 ) > 0 and X(t2 ) > 0?
D. Based on these calculations, are X(t1 ) and X(t2 ) independent?
• (a) Definitely yes.
• (b) Definitely not.
• (c) Can’t tell for sure.
In the above, you will find the following results useful (they aren’t hard, but the
point is not to practice integrals!):
Z b
a

1.3

dy

Z d
c

dz yz =

Z b
a

dy y

! Z
d
c

!

dzz ,

Z 1
−1

dy y = 0,

Z 1
0

1
dy y = .
2

(1.4)

Stochastic processes at the level of individual sample
trajectories, and at the level of the whole distribution

Knowledge outcome
There are two complementary ways to think about any given stochastic process. One
is to think about the whole probability distribution at each point in time, p(x, t). The
other is to think about individual trajectories x(t), that are sampled representatively
from the distribution of possible trajectories. Both approaches have their strengths
and weaknesses.
To understand the difference between the two approaches, consider the equivalent for a
simple random variable: the roll of a six-sided die. If we know that it is a fair die, we can
immediately write down the probability distribution (probability of 1/6 for all outcomes),
and calculate properties like the mean score. Alternatively, we could assess the die’s behaviour by rolling it many times. Each individual roll is a representative sample of the
random variable of the die’s score. On its own, an individual roll can be misleading, but
when we’ve seen a few examples, we start to see the overall behaviour. If we roll the die

11

1.4. MARKOV PROCESSES

enough times, we’ll get a good idea of the overall probability distribution and quantities
like the mean score.
We can do something similar for a full-blown stochastic process. A simple example would
be to use the same 6-sided die; however, this time I’ll keep track of the total scored over
all past die rolls. This total constitutes a stochastic process, with its value increasing
(noisily) over time. In video 1.2 I illustrate the time evolution of the whole probability
distribution, obtained from the same logic as before that each roll has a probability of 1/6
of coming up with any given value. I also demonstrate the sampling of individual trajectories
that would be obtained by actually rolling the die.
In this first session, we will focus on the evolution of the probability distribution over
time. In later sessions, when we deal with more complex, biologically-motivated examples,
we will look at the sampling of trajectories.
Understanding the differences between following stochastic processes at the distribution and trajectory level
Exercise 1.2. A. Can you think of advantages of following the probability distribution rather than sampling from trajectories?
B. Can you think of advantages of sampling from trajectories rather than following
the entire probability distribution?
C. Which of these approaches requires a supply of randomly-generated numbers to
work? See Appendix B.1 for subtleties in using random numbers on a computer.

1.4

Markov processes

Knowledge outcome
A Markov process is a stochastic process with no memory, except through the values
of the random variable(s) at the current time. The evolution of the system for t > t1
from a given state X(t1 ) = x1 is independent of the historic details of how the system
reached X(t1 ) = x1 over the course of t < t1 . Examples are given in Table 1.1.

My position in a snakes and ladders game

How many calories I consume each hour

Where I end up after the next roll of the
die depends heavily on my current position, but it’s irrelevant which path I previously took to get there.

How much food I eat within a given hour
depends not just on how much I ate in
the previous hour, but how well I’ve eaten
over the last day or so.

Markovian

Non-Markovian

Table 1.1: Examples of Markovian and non-Markovian processes. In snakes and ladders
(Fig. 1.1), you move along a board by an amount determined by a dice roll, with penalties
or bonuses for certain squares (the heads of snakes and the bases of ladders).
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Figure 1.1: The game of snakes and ladders.

Markov processes are relatively simple, but nonetheless sufficient to describe many systems of interest. In this course, we will restrict ourselves to the analysis of Markov processes.
The mathematical statement of the memoryless Markov property is:

p(xn , tn |x1 , t1 ; x2 , t2 ; ...xn−1 , tn−1 ) = p(xn , tn |xn−1 , tn−1 )

(1.5)

for times t1 < t2 ... < tn . In other words, the conditional probability of the evolution during
tn−1 → tn depends only on the state xn−1 at tn−1 , and not on the state at earlier times.
Markov processes also obey the Chapman-Kolmogorov equation (Appendix C.1 - you won’t
need to apply this equation in this course).
We will also restrict ourselves to systems in which the underlying dynamics do not change
with time; in other words, although p(x, t) may be time-dependent, conditional transition
probabilities p(x2 , t2 |x1 , t1 ) are not (such Markov processes are called homogenous).

Thinking about Markovian vs non-Markovian processes in real life
Exercise 1.3. A. Can you think of a process (from biology, life, anywhere) that
might be well-modelled as Markovian?
B. Can you think of a process (from biology, life, anywhere) that definitely can’t
be well-modelled as Markovian?

1.5. TYPES OF MARKOV PROCESS

1.5
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Types of Markov process

Knowledge outcome
The formalism and techniques for analysing Markov processes depend a great deal
on whether the variables and time steps are continuous or discrete. We will consider:
• Discrete-state, discrete-time: Processes in which the random variables can
only take discrete values, and the “times” ti that label the variables in the
process are also discrete. Prototypical example: DNA sequence at conception
for each generation.
• Discrete-state, continuous-time: Processes in which random variables can
only take discrete values, but the system’s state is defined continuously over
time and jumps between these values occur at any point in time. Prototypical
example: predator/prey populations.
• Continuous state, continuous-time: Processes in which random variables
take continuous values, and transitions between these values occur continuously
throughout time. Prototypical example: a diffusing object subject to a force.
It is fairly obvious why we might want to use discrete variables; all sorts of biological
systems are naturally discrete. In particular, we might be interested in the number of
proteins, cells or animals in a given system, or the number of action potentials during a
given time window. Many other variables are naturally continuous, such as the size of an
organism or the position of a diffusing molecule.
It is perhaps less obvious why we might consider discrete time. Indeed, in the first half
of this course the default approach was to construct differential equations, which by their
very nature assume continuous time. Firstly, we may only be viewing the system at specific,
discrete points in time: grazing behaviour might be best described using a variable that is
updated on a day-to-day basis, for example. Secondly, it may be that a variable is only
updated by specific, discrete events. For example, we might be interested in a quantity that
changes randomly upon cell division, such as the copy number of plasmids; in this case, it
makes sense to take about the plasmid copy number discretely as a function of generation,
rather than continuously as a function of time. Finally, it helps to understand all three
perspectives, since it is often convenient to use one perspective to approximate or analyse
another (we might simulate diffusion using discrete jumps on a grid, for example).

1.6

Discrete-state, discrete-time random variables

The simplest Markov processes have discrete states for the variable(s), and involve discrete
steps in time. For clarity, I will label these discrete times with an integer n, so instead
of X(t) and p(x, t) we have Xn and p(x, n). These processes are known as discrete-time
Markov chains. In this context, I will use “time” and “number of steps” interchangeably.
An example of a discrete-time, discrete-state process would be a single DNA base at
a specific location in the genome of a bacterium. The random variable Xn = A, C, G, or T
could be used to describe the identity of this base at birth for an nth generation descendent.
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1.6.1

Probability vector

Skill outcome
Given that the state space is discrete, you can represent p(x, n) as a vector.





p(x, n) = 

p1 (n)
p2 (n)
...
pN (n)




.


(1.6)

Here, pi (n) is the probability that X takes its ith discrete value at step n, and N is the
P
total number of possible values. Normalisation requires i pi (n) = 1. Note that writing the
probability as a vector with indices is possible even if the outcomes in Ax are not themselves
integers – as in our example AX = {A, C, G, T } – we simply order them from 1 to N .
Understanding how vectors represent probabilities in discrete-state systems
Exercise 1.4.

A. Which of the following is a valid probability vector?





(a) 

0.5
0.55
0.25
−0.3









 (b) 



0.5
0.25
0.25
0









 (c) 



0.1
0.3
0.3
0.9









 (d) 



−0.2
−0.5
0.2
0.5







(1.7)

B. What is the probability vector for a 4-state system guaranteed to be in the
third state (states are indexed 1,2,3,4)?

1.6.2

The transition matrix and evolution over time

Knowing the probability distribution at one point in time is helpful, but stochastic processes
are concerned with how that probability evolves over time.
Skill outcome
Just as pi (n) are vectors, you can express the conditional probabilities
p(xi , n + 1|xj , n) as an N × N matrix Tij = p(xi , n + 1|xj , n).






T=

p(x1 , n + 1|x1 , n) p(x1 , n + 1|x2 , n) ... p(x1 , n + 1|xN , n)
p(x2 , n + 1|x1 , n)
...
...
p(xN , n + 1|x1 , n) p(xN , n + 1|x2 , n) ... p(xN , n + 1|xN , n)




.


(1.8)

T is the transition matrix or stochastic matrix. It specifies the evolution of the system,
since the conditional probabilities p(xi , n + 1|xj , n) are the probabilities that a system will
be in state xi after a step, given that the system was in xj before the step. I discuss the
meaning of the transition matrix further in video 1.3.

1.6. DISCRETE-STATE, DISCRETE-TIME RANDOM VARIABLES
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Figure 1.2: A transition matrix and graphical representation of the same Markov process.
States are indexed alphabetically for the purpose of assigning rows and columns in the
matrix. Transition probabilities label the directed arcs between states.

Skill outcome
You can also represent the information contained in a transition matrix graphically.
Each state is indicated as a (labelled) circular node, and arrows labelled with the value
of p(xi , n + 1|xj , n) are drawn from j to i. You should be comfortable inter-converting
between the matrix and graphical representations, as illustrated in Fig. 1.2.
Tip 1.6.1. Note that Tii = p(xi , n + 1|xi , n), which is the probability that the system starts
in state xi and ends in state xi , is not generally zero. Each discrete step of the chain in
time does not have to correspond to a change of state.
Tip 1.6.2. A single column j in a transition matrix gives the probabilities of ending in
each state from the starting point xj in a single step of the process. A system must end up
P
somewhere after each step, so each column must sum to 1: N
i=1 Tij = 1 for all j. In fact,
this is just a statement for the conservation of total probability. Looking at the sum total
of each column of a transition matrix that you have constructed is, therefore, a good sanity
check. I discuss this important fact further in video 1.4.
Tip 1.6.3. The vector/matrix formalism can be used just as easily if you have more than
one discrete variable in your Markov chain. With two coupled variables X(t) and Y (t), you
simply need to make a list of the possible combinations of outcomes x and y, and label each
combination uniquely.

Figure 1.3: Candidate graphical representations of the stochastic process in Ex. 1.5.
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Practice setting up transition matrices and graphical representations
Exercise 1.5. Some days are more productive than others, and I have unproductive
days (U ), quite productive days (Q) and very productive days (V ). When I’ve been
unproductive, it puts me in a bad mood and the next day is unproductive with a 50%
probability; otherwise I’m quite productive on the next day. When I’ve been very
productive, I tend to rest on my laurels the next day and am only quite productive
with an 80% probability (and very productive with a 20% probability). When I’ve
been quite productive, I tend to work harder the next day (very productive with 70%
probability) but with a 30% probability I am unproductive.
A. Which of the graphs in Fig. 1.3 represent this process?
B. Write out the transition matrix for this process, indexing the states in alphabetical order (Q,U,V).
Knowledge outcome
Let us assume you know the probability vector at a time point n. You can find
the probability distribution after the next discrete step by simply multiplying by the
transition matrix:
p(x, n + 1) = Tp(x, n),
(1.9)
or in explicit index notation
pi (n + 1) =

N
X

Tij pj (n).

(1.10)

j=1

In this course I shall refer to Eq. 1.9 and/or Eq. 1.10 as the transition matrix equation.
Taking m steps simply corresponds to applying the transition matrix m times.
p(x, n + m) = Tm p(x, n),

pi (n + m) =

N
X

(Tm )ij pj (n).

(1.11)

j=1

Skill outcome
Given knowledge of the initial probability distribution pj (0) and the transition matrix
Tij , you can follow the evolution of the probability distribution m steps into the future
by simply multiplying the the probability vector by the transition matrix m times.
Practice applying the transition matrix to update a probability vector
Exercise 1.6. Consider the stochastic process illustrated in Fig. 1.2. Let the system
initially have a pA = 0.5 and pD = 0.5. What is the probability distribution after two
steps?

1.6. DISCRETE-STATE, DISCRETE-TIME RANDOM VARIABLES
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Generating sample trajectories

As discussed in Section 1.3, there are two complementary ways to follow the time evolution
of a stochastic process; by following the whole probability distribution – which is what we do
by repeatedly applying T – and by generating representative sample trajectories. There are
several reasons to work at the trajectory level, but a big problem with following the entire
probability distribution is that some processes can have a large or even an infinite number
of possible states. Imagine a stochastic model of the world’s population, for example. The
question of how to perform the matrix multiplication in this setting is a challenging one.
Multi-dimensional problems can quickly become intractable: for example, consider three
interacting variables X(t), Y (t) and Z(t). Even if each variable only has 100 accessible
states, the combined process X(t), Y (t), Z(t) has 1 million unique combinations in total. If
you follow the whole distribution, you need to track the probabilities of all of these states.
Skill outcome
It is relatively simple to generate sample trajectories for a discrete-time, discrete-state
process using random numbers, just as it is relatively simple to generate a sample
game of snakes and ladders by rolling a die many times. All we have to do is store
the current state, and pick the state at the next step with a probability determined
by T, as I discuss in video 1.5. Basic pseudo-code illustrating this procedure is given
in Example pseudo-code 1.6.1.

Example pseudo-code 1.6.1. Generating a single sample trajectory for a discrete-state
process with a transition matrix T.
1. Define a state variable i and set it equal to an initial value.
2. Loop over the desired number of steps:
3. Identify states j with Tji > 0 and record j and Tji (for small state spaces, this step
can be skipped, and the loop below can be performed over all other states, even those with
0 transition probability).
The rest of the code is to divide the space between 0 and 1 into chunks that are the size of
Tji . Then we pick a destination state if a random number r falls within that chunk.
4. Draw a random number r from an unbiased distribution in the interval (0,1).
5. Define a counting variable m and set it equal to zero.
6. Loop over the possible destination states j:
7.
m = m + Tji
8.
if(m > r):
Update state.
9.
i=j
10.
break loop over j

Tip 1.6.4. To generate specific sample trajectories, the algorithm needs random numbers. Getting computers (deterministic machines) to generate random numbers is a subtle
problem, and in practice we actually rely on high order chaotic processes to do the job.
Entertainingly, this means that we’re often using high-order chaos to approximate random
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numbers for our model, which is using random numbers to approximate high-order chaos in
the real world. Most programming languages, including MATLAB, provide built-in random
number generators for you to use; MATLAB’s is pretty good so you don’t need to do anything clever with it. In particular, the instruction X=rand() will give you a single random
number uniformly distributed in the interval (0,1).
I illustrate the sampling of trajectories for the process in Fig. 1.2 in video 1.6. In Ex.1.7,
you will experiment with using this approach to infer properties that are difficult to see from
the distribution as a whole.
Practice using trajectory sampling to probe a stochastic process
Exercise 1.7. Consider the stochastic process in Fig. 1.2, with the system initially
in state B.
A. By adapting the code supporting video 1.6, estimate the expected number of
visits to state C for a trajectory starting in B. Every step that ends in C (even
C→C) counts as a visit. Averaging over simulations of length 200 steps should
be enough.
B. Why does the expected number of visits tend to a constant rather than growing
to infinity as the simulation time increases?

Handling large state spaces with sparse connections
As part of the algorithm, you need to “Identify states j with Tji > 0”. It sounds like you
might have to loop over all of the system’s states, which would mean that we’re back to the
original problem we had for analysing the evolution of the whole probability distribution?
Not so fast. If the state space is large, but each state has relatively few connections that
only go to neighbouring states, we can be more clever about this. For example, in the
”population of the world” example, each birth or death would only change the population
by ±1. We can use this knowledge to make steps 3-9 extremely efficient, even for systems
with a large state space. We will return to this point in Chapter 2.

1.6.4

Absorbing states and first passage problems

The analysis in Ex. 1.7 relied on the fact that trajectories that reach state D will never
leave. States like this are called absorbing states.
Knowledge outcome
• Some Markov chains have absorbing states. Once the process enters this state
it will never leave: Tii = p(xi , n + 1|xi , n) = 1 for an absorbing state i.
• The hitting time or first passage time from i to j is the average time (number
of steps) taken to reach state j, given a starting point of i. We are often also
interested in the question of whether a state k is reached before j, given a
starting point of i.

1.6. DISCRETE-STATE, DISCRETE-TIME RANDOM VARIABLES
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Skill outcome
We can use Eq. 1.10 to calculate the distribution of first passage times to reach
an absorbing state j from an initial state k. Start with the initial probability vector
pi (0) = δik , meaning pk (0) = 1 and pi (0) = 0 otherwise, and multiply by T repeatedly.
Calculate the probability of arrival at j in each step via the change in pj (n). I
demonstrate exactly this procedure in video 1.7. Alternatively, we could sample
trajectories, and average the absorption time absorption. If a process has more than
one absorbing state, we can calculate the probabilities of reaching alternatives k or l
by iterating Eq. 1.10 and reading out pk (n) and pl (n) after many steps n. Similarly,
we could generate sample trajectories and find the proportion reaching k and l.
Tip 1.6.5. These methods can also be used to find the first passage time to reach nonabsorbing states, or to find out whether one non-absorbing state is reached before another.
Simply re-define the process so that the target states are absorbing states (set transition
probabilities out of the states in question to 0) and use the above machinery. This works
because you’re not worried about the dynamics after the system has reached these states
for the first time, and so whether they are absorbing or not is irrelevant!
Practice with a first passage problem – both applying a standard approach and
getting your hands dirty with an intuitive analysis of the details
Exercise 1.8. Consider the “daily productivity” stochastic process of Ex. 1.5. I’m
having an unproductive (U) day and try to cheer myself up by estimating how many
days, on average, that I will have to wait for a very productive (V) day.
A. Write down the modified transition matrix needed to perform the calculation
of the first passage time from U to V, indexing states in alphabetical order.
B. Estimate the average waiting time by evolving the modified system for a sufficient number of steps (adapt the code supporting video 1.7).
C. In this case, we can obtain the answer with pen and paper. In answering, you
may find it helpful to note that if a series of “trials” with a probability of success
p are made, the mean number of attempts before a success is observed is 1/p.
For example, the mean number of fair coin flips required to see a head is 2.
• How many times will the transition Q→V occur before V is reached?
• Every time Q is reached from U, the trajectory either successfully reaches
V or goes back to U in a single step. How many times, on average, will a
“trial” step U→Q occur before a success Q→V is observed?
• Every trajectory that reaches V from U will have one more U→Q step
than Q→U. How many times, on average, will Q→U be observed?
• Every time the system is in state U, the step U→U and U→Q are equally
probable. How many times, on average, will U→U be observed?
The expected number of steps is the sum of these four contributions.
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Tip 1.6.6. There is a neat trick known as the “Fundamental Matrix Method” for analysing
first passage problems in discrete-state, discrete-time systems. I’ve removed it from the
requirements of the course to streamline things, but you’ll find it in Appendix C.2.

1.7

Discrete-state, continuous-time random variables

The first step up in complexity from discrete-time Markov chains is to consider processes in
which events can occur in continuous time, but the underlying variables are still discrete.
For clarity, I will call such systems discrete-state, continuous-time Markov processes (the
term continuous-time Markov chain is also used).

1.7.1

Probability vector

Skill outcome
You can still represent the probability p(x, t) distribution as a vector, but it is defined
as a continuous function of t, not just at discrete values of an index n.





p(x, t) = 

Normalisation of probability implies

1.7.2

p1 (t)
p2 (t)
...
pN (t)

i pi (t)

P




.


(1.12)

= 1.

Transition rates and the rate matrix

Since transitions can now occur at any point in time, we can no longer describe the dynamics
purely through a matrix of transition probabilities for a single discrete time step. Instead,
the key parameters that define the system’s evolution over time are transition rates kij ,
where kij is the probability per unit time that we observe a transition from j to i given that
the system is initially in j:
p(i, t + dt|j, t)
kij =
(1.13)
dt
Here, we are implicitly invoking the Markov property - the transition rate does not depend
upon the history of the trajectory.
Skill outcome
Similarly to the conditional probabilities of discrete-time processes, you can represent the kij of a continuous-time process graphically, as in Fig. 1.4 (a). Possible
transitions between states are shown by arrows labelled with the rates. Note that in
this continuous description, arrows from a state to itself don’t make any sense and
so we don’t draw them; there is no transition rate from i to itself.
Just like discrete-time processes, continuous-time processes can have absorbing states.
Absorbing states have no arrows coming out of them in the graphical representation, like
D in Fig. 1.4 (a).
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Figure 1.4: A continuous-time, discrete-state Markov process. (a) A graphical representation of the process, showing transitions labelled by rates. Note the absence of i → i
“transitions”. (b) The process in (a) represented through a rate matrix, with A indexed by
1, B indexed by 3, C indexed by 3 and D indexed by 4. The constant k = 1s−1 .

Knowledge outcome
The time evolution of a probability distribution can be expressed mathematically in
terms of the transition rates kij . Since the system is continuous in time, instead
of a discrete difference equation like Eq. 1.9 or 1.10, we now have a set of coupled
differential equations known as the Master equation.

dpi (t) X
=
(kij pj (t) − kji pi (t)) .
dt
j̸=i

(1.14)

The Master equation is simply a statement that the probability of being in state i is increased
by transitions into state i from state j ̸= i (the first term on the RHS), and decreased by
transitions out of state i into states j ̸= i (second term on the RHS).
Skill outcome
You can represent the dynamics of a continuous-time, discrete state process using a
P
rate matrix K, defined as Kij = kij for i ̸= j, and Kii = − j̸=i Kji . An example is
shown in Fig. 1.4, which illustrates a conversion between the matrix and graphical
representations.
The Master Equation can be re-written as a matrix multiplication using K:
dpi (t) X
=
Kij pj (t)
dt
j

(1.15)

Without index notation, Eq. 1.15 reads dp(x, t)/dt = Kp(x, t). I justify the form of the
Master Equation, the rate matrix and its relationship to the graphical representation of a
process in video 1.8. The rate matrix K is reminiscent of the transition matrix T that we
defined for discrete-time Markov chains – but do not get them confused!
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Figure 1.5: Candidate graphical representations of the stochastic process in Ex. 1.9. Assume all values are given in units of per second.

Representing discrete-state continuous-time stochastic processes
Exercise 1.9. A. Which of the following is a valid rate matrix for a process with
three states? Assume k is a constant with a value of 1s−1 .
−2 1
1
0 3 1




(a) k  1 0 5  (b) k  3 −4 1 
1
5 −6
1 1 0








2 −1 −1
−2 1
1




(c) k  −3 4 −1  (d) k  1 −4 5 
−1 −5 6
1
3 −6








B. Which of the graphical representations in Fig. 1.5 matches this rate matrix, if
the states are indexed in alphabetical order?
Some properties of the rate matrix K
• The rate matrix K has units of 1/time.
• By definition, each column of the rate matrix sums to 0 ( i Kij = 0). This is a
statement of the conservation of probability; increase in pj due to Kij is compensated
for by decrease in pi . Note the difference with the transition matrix T from discretetime Markov chains, for which each column sums to 1.
P

1.7.3

Finding the embedded discrete-time process hidden within a
continuous time Markov process

Consider a three-state continuous-time Markov process, with states A, B and C. We’re
only interested in what happens when the system leaves A, so we’ll only analyse transitions
out of state A, which have rates kBA and kCA (B and C are treated as absorbing states).
See Fig. 1.6.
The Master equation for this process is
p(A, t)
−(kBA + kCA ) 0 0
p(A, t)
d 
 


kBA
0 0   p(B, t) 
 p(B, t)  = 
dt
p(C, t)
kCA
0 0
p(C, t)










(1.16)
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Figure 1.6: Possible transitions out of state A in a 3-state system.

From the Master equation we can draw two immediate conclusions.
• The total transition rate out of state A is just the sum of the individual rates.
• The relative rate of increase of p(B, t) and p(C, t) is given by the ratio of their rate
constants. Thus, regardless of when the transition actually occurs, the probability of
choosing each destination is
P (A → B) =

kBA
,
kBA + kCA

P (A → C) =

kCA
.
kBA + kCA

(1.17)

Both results generalize directly to systems with more destination states: the total rate of
P
leaving state i is j̸=i Kji = −Kii , and the probability that a system in i next transitions
P
to l is Kli / j̸=i Kji .
Skill outcome
If you write down the sequence of states visited by a discrete-state, continuous-time
stochastic process, and ignore the time taken between transitions, the result is a
discrete-time, discrete-state Markov process. Each jump of the continuous-time process defines a step of the discrete-time process. We say that this discrete-time process
is embedded in the continuous time process. You can write down the stochastic matrix
T for the discrete-time process directly from the rate matrix K for the continuoustime process.

Tliembedded = Kli /

X

Kji for i ̸= l

Tiiembedded = 0.

(1.18)

j̸=i

Tiiembedded = 0 since by definition the state changes at each update of the embedded process, unless you have an absorbing state in which case Tiiembedded = 1 for completeness. I
demonstrate the identification of the embedded discrete time process for a continuous time
process in video 1.9.
Finding the embedded Markov chain is extremely helpful in generating sample trajectories for the continuous-time process, as we will see in Chapter 2.
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Figure 1.7: A continuous-time, discrete-state Markov process analysed in Ex. 1.10.

Embedded discrete-time Markov chains
Exercise 1.10. Write down the transition matrix of the embedded discrete time
process for the continuous-time Markov process illustrated in Fig. 1.7.

Summary

Type of process

Governing equation

Analyse evolution of
probability distribution

Sample trajectories

Stationary distribution

Discrete-state,
discrete-time

Transition matrix equation:
P
pi (n + 1) = j Tij pj (n)

Evaluate Tn ij pj (0) for
n steps.

Apply Algorithm 1.6.1

?

Discrete-state,
continuous-time

Master
equation:
P
dpi (t)
=
K
p
(t)
j ij j
dt

?

?

?

Continuous-state,
continuous-time

?

?

?

?

1.8. SUMMARY

1.8

Table 1.2: Summary table categorising key ideas and techniques. Areas with question marks have not yet been addressed, but will
be in future chapters.
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Figure 1.8: (a) Model for the ribosome-mediated addition of amino acids to a polypeptide
chain, using an mRNA molecule as a template. Monomers can first bind to and unbind
from the mRNA site adjacent to the end of the polypeptide (protein) chain; whilst bound,
they can be covalently added to the chain by the ribosome at a rate kcat . (b) Graphical
representation of the rate matrix for the addition of the next amino acid to a growing chain,
as described by this model. Included here is the possibility of an incorrect amino acid i
being incorporated. (c) Graphical model of a kinetic proofreading mechanism.

1.9

Extended task

Consider the model of protein translation in Fig. 1.8 (a). A substrate tRNA molecule s can
s , respectively. Once
bind to or unbind from the template mRNA, with rates kon [s] and koff
bound, the amino acid carried by the tRNA can be added to the polypeptide at a ribosomecatalysed rate kcat . Also present is a single competitor i with concentration [i] = [s]. The
s < k i (k
correct and incorrect molecules are distinguished only by their off rates koff
cat and
off
kon are the same for both). We can then ask, what is the probability of incorporating
the correct rather than the incorrect amino acid into the growing polypeptide? Famously,
Hopfield 3 argued that an extra fuel-consuming “kinetic proofreading” step increases the
accuracy in real transcription processes (Fig. 1.8 (c)). More on this in Chapter 2.
Analysing a biological first passage problem using your own code
A. Identify the discrete-time process embedded in the continuous-time model in
Fig. 1.8 (b).
B. By evolving the probability distribution, estimate the fraction of times in which
the correct substrate is eventually incorporated into the growing chain (S is
s = 1, k i = 5 and k
reached from E before I). You may assume koff
cat = 0.1, in
off
s = 1).
dimensionless units (effectively, everything is measured relative to koff
C. How many times, on average, must a tRNA bind before the incorporation of
either a correct or an incorrect amino acid occurs?
s = 1, k i = 5 and k
D. Repeat for koff
cat = 3. Which value of kcat is better?
off

Chapter 2

Stationary distributions and
simulating discrete-state,
continuous-time systems
Knowledge outcomes summary
• Define the stationary distribution.
• Write down the mathematical condition satisfied by the stationary distribution
for discrete-time, discrete-state; and continuous-time, discrete-state processes.
• Explain the meaning of detailed balance, and understand when it applies.
• Write down the master equation of a population process in its compact form.
• Derive the distribution of transition times for a continuous-time, discrete-state
system.

Skill outcomes summary
• Use sample trajectories to obtain averages in the stationary distribution.
• Calculate the stationary distribution for the simplest discrete-state models.
• Verify a proposed stationary distribution for discrete-state models.
• Succinctly describe and analyse stochastic systems with an infinite number of
possible states.
• Use detailed balance to calculate stationary distributions/infer properties of
the underlying system in appropriate cases.
• Write code to sample trajectories from discrete-state, continuous time Markov
processes using the “Gillespie algorithm”.
27
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2.1

Defining, sampling from and calculating the stationary
distribution

In Chapter 1, we discussed the time evolution of two types of stochastic process. As summarised in Table 1.2, these stochastic processes each have a governing equation that describes how the probability distribution changes with time: the transition matrix equation
and the Master equation. In many cases, the probability distribution will tend towards a
limiting result that is constant in time; I demonstrate this behaviour for a simple process
in video 2.1.
Knowledge outcome
A stationary distribution pi (t) = πi is a probability distribution that remains constant
when the relevant time-evolution equation is applied to it.

Gaining intuition for how a system tends towards the stationary distribution
Exercise 2.1. Using MATLAB, or some other tool that allows you to perform matrix
multiplications quickly, find the stationary distribution of the “daily productivity”
stochastic process of Ex. 1.5, correct to 2 significant figures, simply by applying T
repeatedly until the distribution stops evolving.

It is important to emphasize that the existence of the stationary distribution does not
mean that transitions stop happening. Any given sample trajectory will still move between
states. However, at the level of the distribution, the population of states has reached a
delicate balance in which the probability flows into and out of each state balance; states are
therefore not becoming more or less probable over time.
Stationary distributions are a natural place to start when considering any given stochastic process. Most obviously, many processes reach a stationary distribution on a relatively
rapid timescale, and thus it is the probability distribution of direct relevance to our observation. In other cases, comparing the stationary distribution to the current distribution
tells us a lot about how we might expect the system to evolve. In this chapter we will focus
on some biological example systems in which the stationary distribution is relevant.

Tip 2.1.1. It is not always true that a stochastic process has a single, well-defined stationary distribution. For example, if a system has two absorbing states, then any probability
distribution in which all probability is shared between these absorbing states, regardless of
the proportion, will be stationary. In this course we will only focus on stationary distributions when a single, well-defined stationary distribution exists.

2.1. DEFINING, SAMPLING FROM AND CALCULATING THE STATIONARY
DISTRIBUTION

29

Skills outcome
Sample trajectories can be used to average quantities in the stationary distribution.
If a system has a well-defined stationary distribution that is reached quickly, then
a histogram of states visited by a sample trajectory will tend towards the stationary distribution as more and more states are visited (this property is known as the
ergodicity). Long sample trajectories can then be used to calculate averages in the
stationary distribution if that distribution is not directly available (see Ex. 2.2).
Understanding that transitions occur in stationary distributions and using these transitions to sample from the stationary distribution
Exercise 2.2. Adapt the code supporting video 1.6 to generate a single sample trajectory of the “daily productivity” stochastic process of Ex. 1.5. Start the trajectory
in state U and run the simulation for 1000 days. At each time point t, record the
total fraction of the time spent in state V up until t. Also record the total number
of transitions made from one state to a different one up until t, and plot both.
A. Roughly how many days does it take before the trajectory’s sample gives a
reliable estimate of the stationary probability P (X = V ) = πV ≈ 0.35 (the trajectory gets within a relative error of 10% or so and stays there)? Only a very
rough time scale is required.
B. What is the (approximate) average rate at which transitions between states are
observed in the stationary distribution? Visual inspection of the gradient of
the second graph is sufficient.

The mathematical condition satisfied by the stationary distribution follows directly from
the relevant time evolution equation (Table 1.2). We demand that the change in the probability after a single discrete step, or the time derivative of the probability for a continuoustime process, is zero. If this is the case, a system initially in a distribution πi will stay in
that distribution for ever.
Knowledge outcome
Mathematical condition satisfied by the stationary distribution:
• Discrete-state, discrete-time:
πi =

X

Tij πj

or equivalently

π(x) = Tπ(x)

(2.1)

Kπ(x) = 0

(2.2)

j

• Discrete-state, continuous-time:
0=

X
j

Kij πj

or equivalently
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2.1.1

The stationary distribution for discrete-state, discrete-time
processes

The condition in Eq. 2.1 is equivalent to saying that π is an eignevector of the matrix
T with an eigenvalue of 1. It is in general possible to have zero such eigenvectors (the
system never reaches a stationary distribution), or more than one (there are two or more
“limiting distributions” to which the system can tend, for example due to the existence of
multiple absorbing states). However, although such systems may come up in our work, we
won’t think about them from the perspective of stationary distributions. There is therefore
no need to worry too much about these subtleties in this course. When we consider the
stationary distribution of a system, it will be unique and well-defined. For more information
on these considerations, and the role of eigenvalues of the transition matrix please refer to
Refs 4,5.

Skills outcome
Identifying the stationary distribution of a discrete-state and discrete-time process:
• We can find stationary distributions by identifying the vector(s) π that are
eigenvectors of the transition matrix T with eigenvalue 1.
• We can verify whether a candidate vector π(x) is a stationary distribution by
checking whether it is an eigenvector of T with eigenvalue 1: π(x) = Tπ(x) (in
components: πj = Tji πi ).
Don’t forget that probability vectors should be normalised.

Tip 2.1.2. If we know that a single, well-defined stationary distribution exists, we can
assume that one of the eigenvectors of T has eigenvalue 1. This fact can make finding the
eigenvector relatively easy, as I show in video 2.2.
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Figure 2.1: Markov models of residue confirmation along a protein as considered in Ex. 2.3.
At any one instance in time, each amino acid in the peptide chain has a conformation that
can be classified either as “right-handed (R)”, “extended (E)” or “left-handed” (L). Each
conformation is a random variable, and the sequence of these variables along the peptide
backbone at a given point in time can be modelled as a stochastic process, with position
along the chain replacing the discrete time. (a) An example conformation, with the values
of the variables that constitute the stochastic processes indicated. (b) A proposed model of
the sequence of conformations as a stochastic process.The graph tells you the probabilities of
the conformations of the next residue, Xn+1 , given the conformation of the current residue,
Xn .
Practice finding and verifying stationary distributions directly from the T matrix
Exercise 2.3. To a first approximation, amino acid residues in a protein can exist
in three conformations: extended (E), left-handed helix (L) and right-handed helix
(R). The state of one residue is strongly influenced by its neighbours in the chain;
the sequence of conformations can be modelled as a discrete-“time” process, where
step n of the process corresponds to the nth residue in the chain.
A. A graphical representation of a simple proposed model (not supposed to be
realistic) of the process is given in Fig. 2.1 (b). Find the stationary distribution
of this process by finding the eigenvector of T with eigenvalue 1.
B. An alternative model (Fig. 2.1 (c)) is proposed for the same process. How are
the predictions of the model related to that in Fig. 2.1 (b)?
(a) The stationary distribution is the same, but transitions between confirmations occur more rarely as you move along the chain.
(b) The stationary distribution is different and transitions between confirmations occur more rarely as you move along the chain.
(c) The stationary distribution is the same, but transitions between confirmations occur more frequently as you move along the chain.
(d) The stationary distribution is different and transitions between confirmations occur more frequently as you move along the chain.
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2.1.2

The stationary distribution for discrete-state, continuous-time
processes

The condition in Eq. 2.2 is equivalent to saying that π is an eignevector of the matrix K
with eigenvalue of 0.
Skills outcome
Identifying the stationary distribution of a discrete-state and continuous-time process:
• We can find stationary distributions by identifying the vector π that is the
eigenvector of the rate matrix K with eigenvalue 0.
• We can verify whether a candidate vector π(x) is a stationary distribution by
checking whether it is an eigenvector of K with eigenvalue 0: 0 = Kπ(x) (in
components: 0 = Kji πi ).
Don’t forget that probability vectors should be normalised.
I demonstrate the above procedure in video 2.3..
Tip 2.1.3. If we know that a single, well-defined stationary distribution exists, we can
assume that one of the eigenvectors of K has eigenvalue 0. This can make finding the
eigenvector relatively easy, as shown in video 2.3..
Tip 2.1.4. Beware the difference in the eigenvalue (0 vs 1) for stationary distributions in
continuous-time and discrete-time settings. Students regularly get confused about this.
Calculating the stationary distribution in a discrete-time discrete-state process describing a biological system
Exercise 2.4. A C. elegans worm is modelled as having two states of motion: moving backwards (B) and moving forwards (F). Transitions between these states are
assumed to be described by a continuous-time, discrete-state Markov process. Transitions have the following rates (in units of per second): F to B: 1; B to F: 3. Identify
the probability of moving forwards in the stationary distribution.

2.2
2.2.1

Detailed balance
A special type of stationary distribution

There are two fundamentally distinct types of stationary distribution, those that obey
detailed balance and those that do not. To understand the difference, it is useful to define
the flux ϕji from a state i to a state j (for convenience, I will use discrete state notation,
but everything also applies to the continuous picture):
ϕji = Kji pi − Kij pj

(2.3)
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for a continuous-time process, and
ϕji = Tji pi − Tij pj

(2.4)

for a discrete-time Markov chain. The flux ϕji is then the net probability that a system
transitions from i to j per unit time/in a single Markov chain step.
Knowledge outcome
In a stationary distribution π that satisfies detailed balance, the flux ϕji = 0 for every
pair of states i, j. In other words, for a distribution with detailed balance, you’re
just as likely to see a system go from i to j as from j to i when in the stationary
distribution; these two transitions balance each other, and so does every other pair
of states – which is why it is known as detailed balance. Given that the in-going
and out-going transitions cancel for every pair of states, a system with ϕji = 0 is
necessarily in the stationary distribution. However, it is perfectly possible to have a
stationary distribution without ϕji = 0 (see Fig. 2.2).
We have introduced detailed balance as a property of the flux ϕ in the stationary
distribution. However, both the stationary distribution π and the flux ϕ associated
with π are completely determined by the underlying properties of the stochastic
process (specified by T or K as relevant). It is therefore meaningful to talk of a
“detailed balanced system” as one whose stationary state obeys detailed balance.
Note that detailed balance is fundamentally not the same thing as Kij = Kji (or Tij =
Tji ). If Kij > Kji , a stationary distribution with detailed balance distribution will compensate through πi > πj .
The difference between a detailed-balanced system and one that is not is illustrated in
Fig. 2.2 (a) and (b). Note that in both cases, the stationary distribution π is actually the
same. However, in the system that does not have detailed balance, individual trajectories
tend to flow around a loop of states. This behaviour is characteristic in the absence of
detailed balance, but is impossible when detailed balance is present. I discuss detailed
balance in this setting further in video 2.4.
Since the stationary distribution of a given process is determined by the process itself,
we can meaningfully say that the process as a whole either obeys detailed balance or not.
This fact is significant; as we shall see in Sec. 2.3, we often have good reason to construct
stochastic models that obey detailed balance – even if we’re not particularly interested in
the stationary distribution itself.
Tip 2.2.1. It is easy to see that the system in Fig. 2.2 (a) does not obey detailed balance;
all reactions i → j have no corresponding reaction j → i. Thus i ⇌ j can never show
detailed balance. However, even systems in which every reaction has an inverse may not
obey detailed balance. For example, if any one (and only one) of the rate constants in
Fig. 2.2 (b) was changed, detailed balance would necessarily be violated.
Tip 2.2.2. The existence of detailed balance makes it very easy to calculate the relative
probabilities in the stationary distribution, πi /πj , as I emphasize in video 2.5. If we know
Kij and Kji (or Tij and Tji ), then the combination of ϕij = 0 and Eq. 2.3 or 2.4 give
πi
Kij
Tij
=
or
.
πj
Kji
tji

(2.5)
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Figure 2.2: (a) and (b) depict two distinct continuous-time Markov processes graphically.
Along with the rate matrices Kij , the state occupancies in the stationary distribution (πi
– actually equal for the two systems) and the flux in the stationary distribution (ϕij ) are
shown. The process in (a) does not obey detailed balance, but the process in (b) does.
The result is a non-zero net flux ϕij in (a), reflecting a tendency for trajectories to move
in a clockwise sense around the three-state loop. Conversely, ϕij = 0 in (b). (c) depicts a
four-state system referenced in Ex. 2.5.

If it is impossible to directly transition from i to j, we can still calculate πi /πj by finding
an intermediate state k that allows a connection to be made:

Kik Kkj
Tik Tkj
πi
=
or
.
πj
Kjk Kki
Tjk Tki

(2.6)

Clearly this procedure generalises to an arbitrary number of intermediate states. Note
that although relative probabilities are easy to calculate in a system with detailed balance,
absolute probabilities (which require normalisation) generally are not.
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Gaining some familiarity with detailed balance.
Exercise 2.5. A. Which of these distributions is the stationary one for
Fig. 2.2 (c), with the states indexed in alphabetical order?





(a) 

1/2
1/8
1
1/4









 (b) 



1
1/2
1/4
1/8









 (c) 



8/15
4/15
2/15
1/15









 (d) 



4/15
1/15
8/15
2/15







(2.7)

B. Establish whether the stationary distribution of the system in Fig. 2.2 (c) obeys
detailed balance.

2.2.2

Detailed balance: why do we care?

The vast majority of possible stochastic processes do not obey detailed balance. So why
bother discussing it? In fact, many processes that we are interested in do obey detailed
balance, and when they don’t the deviation from detailed balance is meaningful.
Knowledge outcome
Types of system that obey detailed balance:
• “One-dimensional” problems with only local transitions tend to obey detailed
balance if they have a stationary distribution. 1-dimensional population processes, discussed in Section 2.4, are a classic example.
• Systems that relax to thermodynamic equilibrium obey detailed balance, as we
discuss in Section 2.3 and video 2.6.

2.3

Detailed balance in equilibrium thermodynamic systems

We can imagine a stochastic system that is not externally driven by input of energy in a
useful form, such as chemical fuel molecules, electrical energy, or light. The probability
distribution of such a system must eventually relax to a stationary distribution known as
the thermal equilibrium distribution.
Consider, for example, a capacitor. If the two plates are connected by a conductor,
charges will tend to flow (in a small enough system, this flow will be noticeably stochastic). If the capacitor isn’t constantly topped up (driven) by an external power source, it
will eventually discharge and no more (net) current will flow, although in small systems
the probability distribution will exhibit noticeable fluctuations in the charge stored. This
eventual stationary distribution is thermal equilibrium.
Systems relaxing to equilibrium can perform “work”. In this case, we could attach an
electric motor to the circuit (Fig. 2.3 (a)); in the process of relaxing towards equilibrium,
the capacitor drives the motor. This setup is in fact a pretty good model of naturally
occurring molecular motors such as F1F0 ATPase that are powered by a flow of ions across
a membrane (Fig. 2.3 (b)). Once the capacitor is at equilibrium, however, it can no longer
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Figure 2.3: (a) A simple circuit with a discharging capacitor connected to a motor. As
the capacitor relaxes towards equilibrium, net current flows through the motor and drives
a systematic rotation. (b) F0F1-ATPase, used in cells to generate ATP from ion currents
through membranes. The membrane acts as a capacitor, which can hold an imbalance of
ions on either side due to its low conductivity. The motor acts as a conducting wire, allowing
a flow of ions that would lead to equilibration of the membrane capacitor, if the imbalance
were not being continuously topped up by the action of ion pumps (not shown). This flow
is coupled to motor rotation, which in turn is coupled to conversion of ADP and inorganic
phosphate into ATP. Taken from Dimroth et al., Proc. Nat. Acad. Sci 96:4924-4929 (1999).

be used to drive the motor; it no longer stores usable energy in and of itself, a general
feature of equilibrated systems. Living cells drive the system with ion pumps to make sure
the cell membrane “capacitor” remains charged, rather than relaxing to equilibrium.
Systems that have reached equilibrium cannot be exploited to perform work or drive
another system. If trajectories of equilibrated systems tended to flow around a loop (as in
Fig. 2.2 (a)), however, it would in principle be possible to use this flow to drive another
process, just as the net flow of electrons can be used to drive an electric motor. I discuss
this idea further in video 2.6.
Knowledge outcome:
The importance of detailed balance in equilibrium systems:
• Stochastic processes that are not driven by an input of fuel or energy at some
level will eventually relax to an equilibrium stationary distribution. Conversely,
continuous external driving can be used to keep a system out of equilibrium.
• Equilibrium distributions necessarily obey detailed balance, otherwise we could
extract work from currents and violate the second law of thermodynamics.
• Stochastic processes that are not driven have transition matrices/rate matrices
that are consistent with detailed balance, and hence detailed balance stationary
distributions.
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Tip 2.3.1. Not only do thermodynamic equilibrium systems obey detailed balance, we
even know what the stationary distribution must be! In biology, we’re usually interested in
systems that are maintained at a constant temperature by their surroundings (with which
they can exchange energy in the form of “heat”). In this setting, the relative probability of
states is given by the Boltzmann distribution
πi ∝ exp(−Ei /kB T ),

(2.8)

in which Ei is the energy of state i, T the temperature and kB Boltzmann’s constant. Low
energy states are probable, and high energy states are improbable. Combining Eq. 2.5 or
Eq. 2.6 with Eq. 2.8 implies that for an equilibrium process, the ratio of transition rates
between two states is fixed by their energy difference:
πi
Kij
Kix Kxj
=
or
= exp (−(Ei − Ej )/kB T ) ,
πj
Kji
Kxi Kjx

(2.9)

We won’t discuss the origin of this distribution further in this course, but for a more detailed
discussion of the role of the Boltzmann distribution, please refer to Appendix C.3.

2.3.1

An example system in which thermodynamic equilibrium - and
staying away from it - matters

Living systems never reach equilibrium; being alive means constantly consuming energy-rich
molecules to maintain a non-equilibrium state. However, small motifs within living systems
can often be described and understood using equilibrium-based modelling, or alternatively
contrasted with an equilibrium system. I will give an example relevant to bioengineering
here.

Overcoming the constraints of an equilibrium distribution through molecular
fuel consumption
Skills outcome
In this subsection we will work through a scenario that illustrates how thinking about
detailed balance can be used to analyse and understand a biomolecular system design.
Consider the model of translation studied in the Extended Task at the end of Ch. 1.
The selectivity for the correct tRNA is driven by differences in binding strength with the
codon on the mRNA, which translate to a larger unbinding rate for the incorrect tRNA,
i /k s > 1. If the catalytic incorporation rate is small – which is optimal for accuracy, as
koff
off
we saw in Ch. 1 – then the analysis can be simplified. We can set kcat to zero and calculate
the stationary probability of being in the s or i states for the simplified system shown in
Fig. 2.4 (a); the catalytic step is so slow that the system essentially reaches a stationary
distribution among the pre-incorporation states prior to the catalytic step. The ratio of
incorporation rates is then the ratio of occupancies of these pre-catalysis steps, πs /πi .
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Figure 2.4: A discrete-state, continuous-time model of translation, based on that introduced
in the Extended Task at the end of Ch. 1. (a) The model from Ch. 1, in the limit that the
catalytic incorporation rate tends to 0. E is the state without tRNA bound to the mRNA
codon, s the state with the correct tRNA bound to the mRNA codon, and i is the state with
i /k s > 1 allow the correct and incorrect
an incorrect tRNA bound. The unbinding rates koff
off
tRNA to be distinguished. (b) The same process, augmented with an additional “kinetic
proofreading” 3 step. Prior to polymerisation, the translation complex must transition to
an activated state s∗ or i∗ , allowing a second opportunity for discrimination. The process is
driven out of equilibrium by ATP consumption, allowing violation of detailed balance. (c)
The kinetic proofreading pathway, but with reverse reactions that allow for detailed balance
if the rate constants are chosen correctly. The reverse rates for activation (kact are chosen
to be equal to the forwards rates for simplicity. Using the constraint of detailed balance to
infer the transition rates from E to s∗ and E to i∗ is the subject of Ex. 2.8.

Using the stationary distribution to analyse a model of molecular discrimination
Exercise 2.6. Consider the process illustrated in Fig. 2.4 (a) with kcat = 0.
A. Explain why this process must obey detailed balance if the catalytic reaction
is neglected.
B. Find πs /πi , and thus identify the ratio of correct to incorrect amino acids
incorporated into the protein. Note that, since this system obeys detailed
balance, it is possible to use Eq. 2.6 to find this ratio directly without calculating
the full stationary distribution.
The value of πs /πi found in Ex. 2.6 is the thermodynamic equilibrium value determined
by the difference in binding energies between the correct and incorrect tRNA. The preference
for a more negative binding energy is clear in the Boltzmann distribution (Eq. 2.8), and it
i /k s > 1 (Eq. 2.9).
is this negative binding energy that sets the value of koff
off
In the Extended Task at the end of Ch. 1, I briefly introduced the idea of kinetic proofreading as a mechanism for enhancing accuracy. A diagram of the kinetic proofreading
mechanism is shown in Fig. 2.4 (b). This celebrated mechanism was first introduced by
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Hopfield in 1974 to successfully explain surprisingly high accuracy for replication, transcription and translation 3 . The idea is that, prior to incorporation, the reaction complex
must transition to an activated state. This activated state gives a second chance for discrimination to reject the incorrect tRNA molecules due to their larger binding rate.

Using the stationary distribution to analyse a model of kinetic proofreading
Exercise 2.7. Consider the process illustrated in Fig. 2.4 (b) with kcat = 0.
A. Write down the rate matrix for the process in Fig. 2.4 (b), labelling states in
the order E, i, i∗ , s, s∗ .
B. Which of the following is the correct stationary distribution (note: the normali [i] = k s [s])?
ization constant is implicitly part of πE , and assuming kon
on





πE 


kon [s]

πE
i

  koff +kact 
 kon [s]+kact
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(2.10)

s , k i , how does the discrimination factor π ∗ /π ∗ compare
C. In the limit kact ≪ koff
s
i
off
to the discrimination factor found in Ex. 2.6?

The process illustrated in Fig. 2.4 (b), unlike that in Fig. 2.4 (a), does not obey detailed
balance. This fact should be obvious from the unidirectional arrows in the transition graph.
A molecular system obeying a stochastic process of the kind illustrated in Fig. 2.4 (b) must
therefore be driven out of equilibrium by an external power source. In the case of kinetic
proofreading during translation, the power source is the turnover of ATP fuel molecules
during the activation transition for s to s∗ or i to i∗ . The fact that an ATP molecule is
consumed in the cycle E → s → s∗ → E allows the process to systematically go round the
loop in one direction, breaking detailed balance as discussed further in Appendix C.3.3 (the
level of detail in the Appendix is not required as part of this course). This is just like the
way that petrol allows a car to go round a racetrack in one direction, rather than diffusing
randomly
In fact, at the molecular level, the reverse of any reaction (even one driven by fuel)
is technically possible. A full model would include slow transitions from E to s∗ , i∗ and
from s∗ , i∗ to s, i. However, the push provided by ATP consumption is so large that it is
reasonable for our purposes to ignore these extremely slow backwards transitions.
In Ex. 2.8, you will explore how it is necessary to drive the system out of equilibrium
to enable kinetic proofreading to be effective.
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Using the existence of detailed balance to infer transition rates and exploring the
constraints that detailed balance places on kinetic proofreading
Exercise 2.8. Consider the process illustrated in Fig. 2.4 (c) with kcat = 0. We
assume that this process does not consume chemical fuel, and obeys detailed balance.
A. The fact that the system must obey detailed balance constrains the possible rate
constants. Use this constraint to infer the value of the missing rate constants
in Fig. 2.4 (c). Hint: if the system obeys detailed balance, πs∗ /πE should obey
Eq. 2.5 for the direct interchange s∗ ⇌ E, and also Eq. 2.6 for s∗ ⇌ s ⇌ E.
B. Use Eq. 2.6 to identify the ratio πs∗ /πi∗ without solving for the full stationary
distribution. How does the accuracy compare to the initial system in Ex. 2.6
without kinetic proofreading?
a) The original system in Ex. 2.6 has a lower error rate.
b) The error rate is the same as the system in Ex. 2.6.
c) The original system in Ex. 2.6 has a higher error rate.
In Ex. 2.8, the second “proofreading” step is seen to be ineffective for a particular set
of transition rates that obey detailed balance. In fact any choice of parameters consistent
with a detailed balance equilibrium state would give the same result. Why? Because the
relative population of states i∗ and s∗ in equilibrium is set by the difference in their energies
(Eq. 2.9), and the energies of interaction between tRNA and mRNA are essentially fixed
by the underlying chemistry. If the system isn’t pushed out of equilibrium, no number of
extra transitions or states will overcome this fact.

2.4

Population processes - the simplest processes with an
infinite number of discrete states

Skills outcome
Succinctly describe and analyse stochastic systems with an infinite number of possible
states.
Whether the number of badgers in a forest, cells in a petri dish or proteins in a cell, we’re
often interested in how the population of one or more species varies in a certain environment.
If only one species is present, our state space x ∈ AX is the set of non-negative integers,
and we can consider a continuous time Markov process within this state space.
Population processes are nasty in the sense that they have an infinite number of possible
states. This fact makes most of the approaches discussed hitherto much harder: I’m not
going to ask you to find an eigenvector of an infinite dimensional matrix in an exam, for
example. However, there is a saving grace: typically, we assume that the population changes
by only ±1 in a single event. There are thus only two transitions out of each state, and our
process is fully described by an population-dependent increase rate λ(x), and a populationdependent decrease rate µ(x), as illustrated in Fig. 2.5 (a).
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Figure 2.5: Population processes represented as graphs. (a) A generic population process
with single events only. (b) A birth-death process in which both the rate of increase and
decrease of the population are proportional to the current state. (c) An immigration-death
model with a constant rate of population increase, but a rate of decrease proportional to
the current population.

Knowledge outcome
Due to this sparse connection between states, we can describe the process as a whole
without bothering to write down a full N × N matrix, where N is the size of the
state space. In this case of a 1-species population process with jumps of only ±1, it
is possible to specify the entire Master equation (Eq. 1.14) in only a single line that
holds for all values of X = x, as I illustrate in video 2.7:
dpx (t)
= −(λ(x) + µ(x))px (t) + λ(x − 1)px−1 (t) + µ(x + 1)px+1 (t).
dt

(2.11)

Do not be fooled by this simplicity – we still have an infinite series of coupled equations, since dpx /dt depends on px−1 and px+1 . But we only have to write down a
single equation to specify this entire set of coupled ODEs, which can help analysis
0 (t)
and simulation. Note that the equation for dpdt
includes an apparent p−1 (t) term.
We simply define p−1 (t) = 0, and the equation still works for p0 (t).
There are many common choices for µ(x) and λ(x). We will explore the so-called
birth-death model, in which both the birth rate and the death rate are proportional to x
(Fig. 2.5 (b)), in Chapter 3. The alternative immigration-death model assumes λ(x) = λ0 ,
implying a constant Kx+1,x , and µ(x) = µ0 x (Fig. 2.5 (c)). Such a model might describe a
population of red blood cells, for example, since the current generation of red blood cells do
not directly produce the next. The fact that the total death rate in the immigration-death
model increases with x, but the birth rate is constant, strongly suggests that the process
will have a stationary distribution centred around moderate values.
Given the infinite number of states, we cannot attempt to find this stationary distribution by looking for an eigenvctor of the rate matrix in the conventional way. Instead, we
will exploit detailed balance. Although population process typically do not describe equilibrium systems, if only one species is considered, and only jumps of ±1 are allowed, then any
stationary distribution must obey detailed balance: there are no loops in Fig. 2.5 (c) around
which trajectories could tend to flow. More mathematically, we can see that transitions between X = 0 and X = 1 must satisfy detailed balance in a stationary distribution, because
an imbalanced flow into X = 0 from X = 1 cannot be compensated by another transition
out of X = 0. In turn, this means that transitions between X = 1 and X = 2 must obey
detailed balance, since an imbalance cannot be compensated for elsewhere. This argument
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Figure 2.6: Candidate distributions for Ex. 2.9.

– which I cover in video 2.8 – applies inductively to all pairs of states X = x and X = x + 1.
Skills outcome
For single-species population processes, with only jumps of ±1 in population size,
we can find stationary distributions by applying detailed balance to the transition
between X = x and X = x + 1, for all x.

Applying detailed balance to find the stationary distribution of a system with infinite
states – the immigration-death model.
Exercise 2.9. Consider the immigration-death model illustrated in Fig. 2.5 (c).
A. Applying detailed balance to the transition between X = x and X = x + 1,
derive an expression for ππx+1
.
x
B. Thereby identify which of the following correctly relates πx to π0 :
0)
(a) πx = π0 (λ1 /µ
x!

x

0)
(b) πx = π0 (µ1 /λ
x!

x

(c) πx = π0 x!(µ1 /λ0 )x
C. Using Appendix A if necessary, identify which standard distribution this corresponds to and thereby give the fully-normalised expression for πx .
D. Which of the graphs in Fig. 2.6 corresponds to the stationary distribution for
λ1 = 10 per day and µ0 = 2 per day?
E. Why would the technique applied here fail for a process involving two species
that interact with each other?
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2.5
2.5.1

Simulating discrete-state, continuous-time processes
Following the whole probability distribution

In Chapter 1, we saw how to follow the evolution of the probability distribution of a discretestate, discrete time process (Eq. 1.11). We will now consider continuous time processes, and
introduce approaches for sampling from trajectories rather than tracking the whole distribution. The Extended Task at the end of the chapter will involve applying this technique
to sample from the stationary distribution of a system.
Although the Master equation for continuous time process (Eq. 1.15) looks deceptively
like the transition matrix equation (Eq. 1.10), it is much harder to apply it to calculate the
time evolution of a continuous-time process exactly. Formally, we could integrate Eq. 1.15
to give
dpi (t) X
=
Kij pj (t) =⇒ pi (t) = exp(tK)ij pj (0),
(2.12)
dt
j
where pj (0) is the initial distribution. Unfortunately, exp(tK) = I + tK + t2 K2 /2... is the
exponential of a matrix, which is not simple to calculate unless we are able to diagonalise
K. Diagonalising K is thus one way to make progress; another common technique is to use
generating functions (not part of the course, see Ref. 4 if interested). In general, however,
it is a challenge to make progress in this way.
If we can’t diagonalise the matrix K, the evolution of the probability distribution can’t
be followed exactly. Instead, we could use an approximate numerical integration (with
discrete time steps) of the coupled set of ODEs defined by the Master equation. For example,
a simple Euler-like method would involve the first-order term of the matrix exponential
pi (t + ∆t) ≈ pi (t) + ∆tKij pj (t).

(2.13)

More sophisticated numerical integrators, such as those available in MATLAB, may perform
better. It is worth noting, however, that this numerical integrator has the advantage of
P
preserving i pi (t) = 1 exactly at all time steps. To prevent instabilities, this integrator will
P
P
require time steps smaller than the smallest value of 1/ i Kij and 1/ j Kij . We won’t be
considering these methods further as part of this course.

2.5.2

The Gillespie algorithm

Skills outcome
As an alternative to following the full probability distributrion, there is an elegant
method for generating exact sample trajectories for continuous-time, discrete-state
Markov processes, known as the Gillespie algorithm. The algorithm is event-based:
the idea is to randomly generate the next event type and the next event time using
the exact probability distributions specified by K.
To sample trajectories from a continuous-time process, we first simulate the embedded
discrete-time Markov chain using Algorithm 1.6.1 discussed in Chapter 1. This will give
us a representative sample of the sequence of states visited. However, it won’t tell us how
long the system spends in each state, so we need to augment the simulation with samples
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of transition times, as explained in video 2.9. The full Gillespie algorithm is presented in
Algorithm 2.5.1.

Figure 2.7: Possible transitions out of state A in a 3-state system.

Knowledge outcome
The Gillespie algorithm (Algorithm 2.5.1) makes use of the fact that the distribution
of times before the next transition out of a state is ptrans (θ) = ktot exp(−ktot θ), where
ktot is the total transition rate out of a state. In the following, we will look at a
continuous-time, 3-state system (repeated in Fig. 2.7 for clarity), originally introduced in Section 1.7.3, to see how to derive this distribution.
The Master equation describing the system in Fig. 2.7 is:
p(A, t)
−(kBA + kCA ) 0 0
p(A, t)
d 
 


kBA
0 0   p(B, t) 
 p(B, t)  = 
dt
p(C, t)
kCA
0 0
p(C, t)










(2.14)

Identifying the probability of survival in a state as a function of time by explicitly
solving the Master equation
Exercise 2.10. We consider the system in Fig. 2.7 a system initially in state A at
d
time t = 0. Which of the following solves the ODE for p(A, t), dt
p(A, t) = −(kBA +
kCA )p(A, t), as well as having the correct boundary condition at time t = 0?
(a) p(A, t) = exp((kBA + kCA )t) = exp((ktot )t).
(b) p(A, t) = 2 exp(−(kBA + kCA )t) = 2 exp(−(ktot )t).
(c) p(A, t) = exp(−(kBA + kCA )t) = exp(−(ktot )t).
(d) p(A, t) = 2 exp((kBA + kCA )t) = 2 exp((ktot )t).
Since we are not considering transitions back into state A, p(A, t) represents the probability of “surviving” in state A for the entire time window from 0 to t. The result holds for
more than two product states if ktot , the sum of all transition rates out of a state, is used.
As discussed in more detail in video 2.10, we’re actually most interested in a related, but
different quantity from the survival probability. Let Θ be the time at which the transition
out of A occurs. Θ is a simple, continuous random variable (not a stochastic process).
We are interested in finding the probability density P (Θ = θ) = ptrans (θ) for this variable;
the distribution of transition times. If we have this probability density, we can accurately
sample the time spent in each state prior to transitions.

45

2.5. SIMULATING DISCRETE-STATE, CONTINUOUS-TIME PROCESSES

The probability that a transition happens within some small time window, Θ = θ to
Θ = θ + δθ, ptrans (θ)δθ, is given by the change in survival probability between θ and θ + δθ,
p(A, θ) − p(A, θ + δθ):
ptrans (θ)δθ = p(A, θ) − p(A, θ + δθ)
(2.15)
Applying a Taylor expansion in the small quantity δθ gives
ptrans (θ)δθ = p(A, θ) − p(A, θ) − δθ

d
p(A, θ)
dθ

(2.16)

Knowledge outcome
Using the correct solution to Ex. 2.10 in Eq. 2.16, we find that the probability density
of transitions obeys
ptrans (θ) = −

d
p(A, θ) = ktot exp(−ktot θ),
dθ

(2.17)

where ktot is the total rate for transitions out of the state. This result applies generally: transition times are then exponentially distributed (see Appendix A), with an
average of 1/ktot .
To generate sample trajectories for a continuous-time process, we therefore combine
Algorithm 1.6.1 with a variable that keeps track of the time, and use our newly derived
distribution of transition times to update the this variable at each step.
Example pseudo-code 2.5.1. Applying the Gillespie algorithm to simulate a continuoustime process with rate matrix K.
1. Define a state variable i and set it equal to an initial value.
2. Define a time variable t and set it to 0.
3. Loop while t < T , the target time:
4. Identify states j with Kji > 0 and record j and Kji .
5. Calculate the total transition out of the state kout .
Pick the destination state in the same way as Algorithm 1.6.1.
6. Draw a random number r from an unbiased distribution in the interval (0,1).
7. Define a counting variable m and set it equal to zero.
8. Loop over the possible destination states j:
9.
m = m + Kji /kout
10.
if(m > r):
Update state.
11.
i=j
12.
break loop over j
Draw the time increment from the appropriate exponential distribution.
13. Draw a random variable ∆t from an exponential distribution with average 1/ktot .
14. t = t + ∆t
As before, the algorithm works best when transitions are only possible to a few, neighbouring states - in this case the central loop can be performed very efficiently. Often,
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the language in which you will be programming will allow you to draw an exponentiallydistributed random number directly. In MATLAB, exprnd(1/ktot ) would do the trick.
Alternatively, one can draw a uniform random variable v from the region 0 to 1, then apply
the following transformation:
ln(1 − v)
δt = −
.
(2.18)
ktot
I illustrate an implementation of the Gillespie algorithm for a birth-death model in video
2.11
Tip 2.5.1. A common mistake is to forget that each step of the Gillespie algorithm takes
a different length of time. If you’re after an estimation of the time spent in each state in
a long simulation (one way to calculate the stationary distribution) don’t forget to make
a histogram of the total time spent in each state by summing over the actual lifetimes
sampled. Otherwise you’ll think short-lived states are really common!

Summary

Type of process

Governing equation

Analyse evolution of
probability distribution

Sample trajectories

Stationary distribution

Discrete-state,
discrete-time

Transition matrix equation:
P
pi (n + 1) = j Tij pj (n)

Evaluate Tn ij pj (0) for
n steps.

Apply Algorithm 1.6.1
(like Gillespie but with
no time)

πi = Tij πj

Discrete-state,
continuous-time

Master
equation:
P
dpi (t)
j Kij pj (t)
dt =

Evaluate
exp(tK)ij pj (0) (usually
approximately).

Apply Gillespie algorithm (Algorithm 2.5.1)

Kij πj = 0

Continuous-state,
continuous-time

?

?

?

?

2.6. SUMMARY

2.6

Table 2.1: Summary table categorising key ideas and techniques. Areas with question marks have not yet been addressed, but will
be in future chapters.
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Figure 2.8: A model of DNA duplex formation. The states of a two-stranded system that
can form up to N base pairs are labelled with the number of base pairs. The illustration
shows a snapshot of a partially-bonded duplex (4 out of 14 bp formed).

2.7

Extended Task

In all tasks, you may find it helpful to look at the programming hints in Appendix B.
Analysing a biologically-inspired stationary distribution using the Gillespie algorithm
Consider the process shown in Fig. 2.8 which is a simple model for the hybridisation
of two single DNA strands to form a double helix. For the purposes of this question,
kon = 0.1s−1 , koff = kunzip = 1000s−1 , and kzip = 10000s−1 .
A. Write a Gillespie simulation for this model for two strands that can form six
base pairs. Use it to calculate the probability that the system has at least one
base pair (the strands are bound) in the stationary distribution.
B. The system is an equilibrium thermodynamic system obeying detailed balance.
Use this fact to calculate the bonding fraction analytically, comparing to the
simulation result.
C. To a first approximation, how does the ratio of bound to unbound states change
as you increase the number of possible base pairs N in this model? No simulation is required; base your answer on simply extending your answer to part
B. How might this be described as “cooperative” base pairing? How does this
relate to the fact that the chromosome must be stable, but individual bases
should be accessible for transcription and replication?

Chapter 3

Continuous-state Markov processes
and time-dependent dynamics
Knowledge outcomes summary
• Represent continuous-time, continuous-state processes via the Fokker-Planck
equation.
• Give the condition satisfied by a stationary distribution in a continuous-time,
continuous-state system.
• Understand the use of the Langevin equation in generating sample trajectories
of continuous-time, discrete state systems.
• Understand the physical significance of the terms in both the Langevin and
Fokker-Planck equations.
• Recognise and define Poisson point processes.

Skill outcomes summary
• Verify stationary distributions of continuous-time, continuous state processes.
• Verify time-dependent solutions of continuous-time, continuous state processes.
• Thinking about the time evolution of stochastic processes, and why it matters.
• Apply the “multiply and sum” technique to population processes to obtain the
behaviour of averages.
• Simple analysis of Poisson point processes, including comparing data to the
predictions of a Poisson point process model.
• Implement Langevin integrators to sample trajectories for continuous-state,
continuous-time processes [memorisation of details not required for the exam].
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3.1
3.1.1

Continuous-state, continuous-time random variables
The Fokker-Planck equation

At last, we come to systems with naturally continuous degrees of freedom – such as Einstein’s
diffusing particle. In this case, the sequence of random variables X(t) describes the particle’s
position as a function of time along a continuous 1-dimensional axis (we could introduce
Y (t), Z(t) if more dimensions are relevant). Now it is not possible to think of only discrete
states (at least, not without making assumptions and approximations). p(x, t) can no longer
be represented as a finite-dimensional vector, and instead, we must consider integrals of
continuous functions rather than sums of vector components. Thus the Master equation for
continuous variables takes the form
Z
∂p(x, t)
=
dx′ k(x|x′ )p(x′ , t) − k(x′ |x)p(x, t).
(3.1)
∂t
AX
Here, k(x′ |x) is a transition probability per unit time per unit x, AX is the domain of
possible values of X, and the result is an analogue of Eq. 1.14 for discrete-state
systems.
R
Remember that p(x, t) is a probability density, and so is normalised by Ax p(x, t)dx = 1.
Thinking about the necessary properties of continuous probability distributions
Exercise 3.1. Which of the below is a valid time-dependent probability density for
a stochastic process constrained to the region −1 < X(t) ≤ 1 for t ≥ 0? You may find
it helpful to think about how you tackled the counterpart problem in a discrete-state
system, Ex. 1.4. Remember that the properties required of a probability density must
hold for all values of the parameter t ≥ 0.
(a) p(x, t) = x exp(−t) + 21
(b)
p(x, t) = x exp(−t)+1
2
(c) p(x, t) = (1 + x) exp(−t)

(3.2)

In principle, we could imagine that long-range jumps in X are possible – but that’s really
a problem for purists rather than those of us interested in biologically relevant systems with
continuous degrees of freedom. When only short-range jumps are possible, as for a diffusing
particle, it makes sense to Taylor expand k(x′ |x), and after a bit of rearranging (that I will
not go through – see Ref. 4) we arrive at the Fokker-Planck equation.
Knowledge outcome
The Fokker-Planck equation describes the evolution of a probability density p(x, t)
of a continuous-time Markov process X(t).
∂p(x, t)
∂
1 ∂2
= − (A(x)p(x, t)) +
(B(x)p(x, t)) .
∂t
∂x
2 ∂x2

(3.3)

Here, A(x) and B(x) are coefficients related to the details of k(x′ |x). This linear PDE
is generally much more convenient that the integral Master equation (Eq. 3.1), and should
look vaguely similar to PDEs that you’ve seen for processes such as heat flow. Whether or
not it is easy to solve depends on the coefficients A(x) and B(x).
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The meaning of terms in the Fokker-Planck equation

Here I shall briefly discuss the meaning of the first and second terms in Eq. 3.3; I illustrate
them further in video 3.1.
• The term A(x) is related to the linear term in the expansion of k(x′ |x). It is therefore
zero if transitions are intrinsically equally likely to be forwards or backwards (k(x′ |x)
is symmetric about x), making the first term zero as a whole. When A(x) ̸= 0 the
∂
system tends to move asymmetrically in one direction or the other; − ∂x
(A(x)p(x, t))
is therefore known as the drift term.
• Let B(x) = 2D be a constant (greater than zero). If the drift term A(x) = 0, then we
see that
∂p(x, t)
∂2
(3.4)
= D 2 p(x, t).
∂t
∂x
The physical content of this equation is that probability tends to increase in regions with
∂ 2 /∂x2 p(x, t) > 0 (ie. troughs of p(x, t)) and decrease in regions with ∂ 2 /∂x2 p(x, t) < 0 (ie.
peaks of p(x, t)). In fact, Eq. 3.4 is the diffusion equation, and it captures the tendency of
probabilities to spread out over time. In general, B(x) is known as the “diffusion term” and
an x-dependence of B(x) implies a non-uniform diffusion coefficient. For the rest of this
course we will assume a constant B(x).

3.1.2

The stationary distribution for continuous-state, continuous-time
processes

Knowledge outcome
We can find the stationary distribution of a continuous-state, continuous-time Markov
process by setting the left-hand side of Eq. 3.3 to zero and solving the ordinary
differential equation
0=−

d
d2
(A(x)π(x)) + D 2 (π(x))
dx
dx

(3.5)

for π(x), applying appropriate normalisation and any relevant boundary conditions.
Since this is not a course on solving ODEs, and the solutions can become quite
complex, you won’t be required to follow this route.
Skills outcome
We can verify whether a candidate probability density π(x) is a stationary distribution of a continuous-time, continuous-state process by checking whether we do indeed
obtain 0 when it is substituted into the right-hand side of Eq. 3.5. Normalisation
should also be checked, and any relevant boundary conditions.
I demonstrate how to check whether a distribution π(x) is stationary in video 3.2.
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Figure 3.1: A diffusing particle, for example a colloid or a protein, constrained to a region
of space. (a) A protein diffusing in the vicinity of a membrane, to which it is tethered by
a polymer chain. The effect of this chain would be to provide a spring-like force on the
particle. 2 (b) A negatively-charged colloid diffusing within a negatively charged container.
The electrostatic forces provide a repulsion from each wall.

Stationary distribution of a Brownian particle in a potential
Passive objects in solution at a range of length scales, from small (pollen grains) to exceeding
small (individual molecules and macromolecules), undergo Brownian motion. Their motion
is noisy, due to collisions with water molecules, and over-damped (particles feel very high
friction relative to their size). In such cases, the probability distribution p(x, t) of the
position X(t) (we work in 1d for simplicity) of a freely diffusing particle would obey the
Fokker-Planck equation without the drift term:
∂p(x, t)
∂2
= D 2 p(x, t).
∂t
∂x

(3.6)

We will explore the time-dependent dynamics of this diffusion process in Section 3.2.1.
Fundamentally, however, such a system will not tend towards a stationary distribution,
because there is always more space into which p(x, t) can spread.
If the diffusing object is subject to a constraining force, however, that tendency for
the probability distribution to continue spreading can be counteracted, and a stationary
distribution obtained. The constraining force could arise due to a mechanical tether –
perhaps the particle is a protein, attached to a substrate – or due to an externally-applied
potential, as depicted in Fig. 3.1. In any case, a force on a diffusing particle appears
in the A(x) term of the Fokker-Planck equation that is responsible for systematic drift.
Specifically, for a force f (x) in one dimension:
A(x) =

D
f (x)
kB T

(3.7)

At a simple level, γ = kBDT represents the drag on the particle due to its interaction with
the solvent. A(x) has a 1/γ factor because when a force is applied to a particle in the
overdamped limit, it quickly reaches a terminal average velocity proportional to 1/γ.
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Analysis of the stationary distribution of a Brownian particle in a potential – practice
verifying a stationary probability density by substitution
Exercise 3.2. An overdamped particle at temperature T with diffusion coefficient
D moves in one dimension, with a spring-like restoring force of f (x) = −a(x − x0 ).
A. Which differential equation does the stationary distribution π(x) satisfy?
(a)

D d
kB T dx

(b) − kBDT
(c)

2

d
(a(x − x0 )π(x)) + D dx
2 π(x) = 0.

d
dx

2

d
(a(x − x0 )π(x)) + D dx
2 π(x) = 0.

D
d
d2
kB T a(x − x0 ) dx π(x) + D dx2 π(x)

= 0.

2

d
d
(d) − kBDT a dx
π(x) + D dx
2 π(x) = 0.

B. The solution to this differential equation has the form
π(x) = C exp(−α(x − x0 )2 ),
where C and α are constants. Verify this fact by direct substitution and thereby
identify α in terms of the parameters of the problem. Note that the boundary
condition of π(x) → 0 as x → ±∞ is automatically satisfied.
C. Identify the normalizing factor C, eliminating α from your answer (you may
find Appendix A.2.2 helpful).
D. How does this distribution relate to the potential energy felt by the particle,
V (x)? Does this make sense?

3.2

Time-dependence of stochastic processes

Skills outcome
Hitherto, we have focused largely on stationary distributions and questions related
to which absorbing state a system reaches. However, it’s also interesting to think
about how stochastic processes actually evolve over time. For the majority of the
rest of this chapter, we will look at three biologically-inspired examples of processes
in which time evolution is important.

3.2.1

Free diffusion

As a reminder, the Fokker-Planck equation describing the diffusion of a particle with a
diffusion coefficient B(x) = 2D, in an environment at temperature T and subject to a drift
term A(x) = kBDT f (x), where f (x) is the applied force, is given by
∂p(x, t)
D ∂
∂2
=−
(f (x)p(x, t)) + D 2 p(x, t).
∂t
kB T ∂x
∂x

(3.8)
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Figure 3.2: Probability density p(x, t) for a system undergoing free diffusion with α =
4 × 10−10 m2 s−1 , as described by Eq. 3.9
.

Skills outcome
Depending on how complex f (x) is, it may be possible to solve Eq. 3.8 analytically,
using an approach like separation of variables, matching to boundary conditions, and
normalising. In general, however, it is hard to solve PDEs of this kind analytically.
Moreover, since this is not a course on solving PDEs, we won’t get bogged down in
these details. Instead, you are simply expected to be able to verify by substitution
that a proposed solution satisfies Eq. 3.8, is normalised, and matches the relevant
boundary conditions.
Checking a trial solution for the time evolution of a freely diffusing particle
Exercise 3.3. We consider a freely-diffusing particle, such as a protein in dilute
solution, with f (x) = 0. The evolution of the probability distribution is governed by
Eq. 3.8.
A. Consider a candidate solution of the form:
s

p(x, t) =



C
exp −x2 /αt .
t

(3.9)

By substituting into the appropriate Fokker-Planck equation, identify the value
of the constant α that allows the LHS and RHS to match for all x, t.
B. Identify the value of the constant C (you may find the discussion of Gaussian
distributions in Appendix A.2.2 helpful).
C. Eq. 3.9 is plotted in Fig. 3.2 for different values of t. What is the behaviour of
the solution as t → 0? What sort of function is this? How does this relate to
the initial conditions to which this solution corresponds?
The plot in Fig. 3.2 shows that, over time, diffusive motion makes the particle’s position
increasingly difficult to predict given the knowledge of where it was initially. It is this

3.2. TIME-DEPENDENCE OF STOCHASTIC PROCESSES

55

increasing uncertainty that is described by the broadening of the distribution with time,
and it reflects the general tendency of diffusing systems to “spread out” over time. This
spreading out is actually a relaxation towards equilibrium; with no potential influencing
the particle, it should be equally likely to be anywhere. Thus equilibrium predicts a flat
distribution in the limit of t → ∞, as does Eq. 3.9.

Interpreting diffusive behaviour in physical terms
Exercise 3.4. A. Using Appendix A.2.2 for guidance, identify how the variance
in the position of the particle from Ex. 3.3 depends on time.
B. Using this result, identify how does the typical displacement from an initial
starting point scale with time for a freely-diffusing particle?
(a) Displacement ∼ t0 ∼ constant.
(b) Displacement ∼ t1/2
(c) Displacement ∼ t
(d) Displacement ∼ t2
C. Is diffusion an effective mechanism for the transport of molecular species over
long distances? Is this relevant in biology?

3.2.2

Generating sample trajectories of continuous-time processes: The
Langevin equation

In Sec. 2.5.2, we discussed an approach for generating sample trajectories through simulation for Markov processes with discrete states. Such sample trajectories are often extremely
helpful in analysing the time-dependence of a stochastic process. We now think about generating sample trajectories for continuous-time, continuous-state processes – this discussion
is complemented by video 3.3.
The simplest example of a continuous-state schoastic process is free diffusion, as analysed
in Section 3.2.1 at the level of the entire probability distribution. Can we generate sample
trajectories for that process? Eq. 3.9 tells us how to do so. It says that if we start at X(0) =
0, then at a later time t the process X(t) has a Gaussian (normal) distribution centred on
zero and with a variance proportional to the time. To generate a sample trajectory x(t),
therefore, we can simply choose the times at which we want to observe the system, and
move between them by adding a random ∆x drawn from a Gaussian distribution with zero
mean and the appropriate variance. I do exactly this in the first half of video 3.4. We can
make this time step as small or as large as we like, since we have an exact understanding
of how the full probability distribution evolves over time in this special case.
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Knowledge outcome
To generalise to more complex processes with non-zero drift terms A(X), we can try
combining the systematic drift and random diffusion terms into a single update for
a trajectory x(t) sampled from X(t):
√
∆x = A(x)∆t + 2D∆t∆w
(3.10)
Here, ∆w is a sample from ∆W , a Gaussian random variable with zero mean and
variance of 1. Eq. 3.10 is known as the Langevin equation. The first “drift” term
corresponds to an average tendency to drift in one direction or another, since it provides a deterministic update of the trajectory. The second “diffusion” term provides
a random update, leading to diffusive behaviour. For non-zero A(x), the expression
is only correct in the limit ∆t → 0 (∆t = dt) ; finite time jumps would formally require us to integrate the right-hand side (a challenging task in general). In previous
versions of this course, I have quoted the differential version obtained in this limit:
dx
= A(x) + η(t),
dt
where η(t) =

(3.11)

dw
dt .

Overall, the idea of the Langevin equation is to take a complex stochastic process and
split its updates into a potentially complex deterministic part, and a simple stochastic part.

Tip 3.2.1. Note that the construction of the Langevin equation becomes more complicated
when the random noise is X-dependent. We won’t cover the details here: see Ref. 4 if
interested.

Computational integration of the Langevin equation
For some systems, it is possible to make analytic progress directly with the Langevin equation. Doing so, however, is beyond the scope of this course. See Ref. 4 if interested. Instead,
we’ll use Eq. 3.10 as a useful basis for generating sample trajectories numerically.
Skills outcome
We can obtain sample trajectories from a continuous-time, continuous state process
numerically by repeatedly applying Eq. 3.10 as an update rule (essentially a stochastic
version of Euler’s integrator). For sufficiently small ∆t, the generated trajectories
x(t) will approximate a representative sample of the true trajectories. The method
is detailed in Algorithm 3.2.1. You will not be required to reproduce Eq. 3.10 or
Algorithm 3.2.1 from memory in an exam, but are expected to understand them.
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Example pseudo-code 3.2.1. Integrating the Langevin equation.
1. Define function A(x) that returns the drift term given x.
2. Define and initialise the desired integration time Tint .
3. Define and initialise integration time step ∆t.
√
4. Define and initialise the standard deviation of the finite-time increment σ = 2D∆t.
5. Define trajectory variable x and initialise as desired.
6. Define current time t and initialise to zero.
7. While t ≤ Tint
8.
t = t + ∆t
# Here you need to use a random variable to generate a sample of the noise term over
a time step, drawn from a Gaussian distribution with zero mean and standard deviation
σ. Most mathematical computing libraries have an appropriate pre-programmed function,
although writing one yourself is not too hard.
9.
x = x + A(x)∆t + rand gaussian(0, σ).
10. Output the final value x.
An exterior loop would allow the production of many sample trajectories, and it is possible to extract more information than only the final state. The method is only approximate,
and improves as ∆t → 0. For serious applications, methods that are less intuitive (but more
accurate) should be explored. I demonstrate the application of this method to a particle in
a harmonic well in the second half of video 3.4; you will have an opportunity to practice in
the extended task.
Understanding the Langevin equation
Exercise 3.5. The stochastic updates applied in each time step of Algorithm 3.2.1
all need to be independent from each other. Why?

3.2.3

Modelling a cell surface receptor using the telegraph process

Cells must sense and respond to external conditions. Frequently, the first stage of that
process involves molecular receptors that are embedded in the membrane (Fig. 3.3). In the
simplest case, these receptors passively bind to and unbind from specific ligand molecules
in the external environment. When bound, the receptors can undergo change of state,
allowing them to interact differently with the cellular interior and pass on information
about the outside world.
A simple model of a cell surface receptor is shown in Fig. 3.3. It is an example of a
“telegraph process”. X(t) is a continuous-time stochastic process describing the number
of ligand molecules bound to a cell-surface receptor (Fig. 3.3 (a)). The receptor can bind
either 0 or 1 molecules, and the transitions between these states occur at a rate K01 = koff
and K10 = kon [L], where [L] is the concentration of the ligand. Example time traces of X(t)
are shown in (Fig. 3.3 (b)).

CHAPTER 3. CONTINUOUS-STATE MARKOV PROCESSES AND
TIME-DEPENDENT DYNAMICS

58

Figure 3.3: (a) Binding and unbinding of small molecular “ligands” from a cell-surface
receptor. (b) Possible time traces for the number of ligands bound to the receptor for
systems with two distinct sets of parameters.

Analyzing and interpreting the time-dependence of a discrete-state continuous-time
Markov process
Exercise 3.6. Consider the process illustrated in Fig. 3.3 (a).
A. Write down the rate matrix K for transitions between states 0 and 1.
B. Using p1 (t) = 1 − p0 (t), identify which of the following ODEs describes the time
evolution of p1 (t):
(a)

dp1 (t)
dt

= (kon [L] + koff )p1 (t) − kon [L],

(b)

dp1 (t)
dt

= −(kon [L] + koff )p1 (t) + kon [L],

(c)

dp1 (t)
dt

= (kon [L] + koff )p1 (t) − koff ,

(d)

dp1 (t)
dt

= −(kon [L] + koff )p1 (t) + koff .

C. Which of the following solutions correctly describes the evolution of a system
that has a molecule bound at t = 0 (X(0) = 1)? Hint: you can either solve the
ODE or test the suggested solutions.




(a) p1 (t) =

kon [L]
kon [L]+koff

on [L]
+ exp(−(kon [L] + koff )t) 1 − konk[L]+k
.
off

(b) p1 (t) =

kon [L]
kon [L]+koff

on [L]
− konk[L]+k
exp(−(kon [L] + koff )t).
off

D. The instantaneous signal from a single receptor is a very noisy signal of the
external concentration. One strategy employed by cells is to use internal readout networks to time-average the signal. How long would the time-window of
averaging have to be for this approach to be effective? Why can’t it be infinite?
A more formal version of the argument outlined in Ex. 3.6 would involve the calculation of the autocorrelation function. This quantity, and it’s application to this cel-surface
receptor process, is discussed in Appendix C.4 (this additional material is not required for
the course itself).
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Figure 3.4: Population processes represented as graphs (repeated from Chapter 2 for clarity). (a) A generic population process with single events only; λ(n) and µ(n) are arbitrary
functions of the population. (b) A birth-death process in which both the rate of increase and
decrease of the population are proportional to the current state. (c) An immigration-death
model with a constant rate of population increase, but a rate of decrease proportional to
the current population.

3.3

Dynamics of population processes

We met population processes in Section 2.4, focussing in particular on the stationary distribution for the immigration-death model. These processes are discrete-state, continuous
time Markov chains with the following important properties:
• Transitions only occur between states between which the population differs by a small
number. We will consider only ±1.
• The rates of these transitions are relatively simple functions of the current population.
As a result, it is possible to specify the entire Master equation of a population process
with an infinite number of states in only a single line that holds for all values of X = x:
dpx (t)
= −(λ(x) + µ(x))px (t) + λ(x − 1)px−1 (t) + µ(x + 1)px+1 (t),
dt

(3.12)

where λ(x) and µ(x) are rates for population increase and decrease, respectively. A general
process of this type has the form shown in Fig. 3.4 (a).
Skills outcome
The simple representation of the Master equation for a population process in Eq. 3.12
allows us to play an ingenious trick, which I call the “multiply and sum” technique.
If we multiply both sides of Eq. 3.12 by x, and sum over all values of x, we can derive
the dynamics of ⟨X⟩.
For the immigration-death process(Fig. 3.4 (c)), we have
dpx (t)
= −(λ0 + µ0 x)px (t) + λ0 px−1 (t) + µ0 (x + 1)px+1 (t).
dt

(3.13)

Multiplying by x and summing over all possible values, we obtain
∞
∞
∞
∞
∞
X
X
X
X
d X
d⟨X⟩
=
xpx (t) = −λ0
xpx (t)−µ0
x2 px (t)+λ0
xpx−1 (t)+µ0
x(x+1)px+1 (t).
dt
dt x=0
x=0
x=0
x=0
x=0
(3.14)
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As detailed in video 3.5, all of the sums on the right-hand side of Eq. 3.14 are expectations of quantities like x or x2 . We thus obtain

d⟨X(t)⟩
= −λ0 ⟨X(t)⟩ − µ0 ⟨X(t)2 ⟩ + λ0 (⟨X(t)⟩ + 1) + µ0 ⟨X(t)2 ⟩ − µ0 ⟨X(t)⟩
dt
= λ0 − µ0 ⟨X(t)⟩.

(3.15)

We see that, even though individual trajectories of the immigration-death model can
vary wildly, the average population obeys an extremely simple ODE, reaching a stable value
at ⟨X⟩ = λ0 /µ0 - consistent with the stationary distribution derived in Ex. 2.9.

Tip 3.3.1. Note that in order to replace the sums with averages, I had to convert all sums
so that they run from x = 0 to ∞, but with px (t) in the argument. To do this, I changed
the variable of summation. For example, using y = x − 1,

∞
X
x=0

xpx−1 (t) =

∞
X

(y + 1)py (t) =

y=−1

∞
X

(y + 1)py (t).

(3.16)

y=0

Here, the final step follows since the y = −1 term of the sum is zero. Since y is just a counting
(dummy) variable that is being summed over, we are free to rename it x (or anything else
P
for that matter), giving us ∞
x=0 (x + 1)px (t). Thankfully, this trick (combined with the
definition p−1 (t) = 0) works pretty widely, allowing us to reduce the sums to averages in
many cases.
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Applying the sum and average technique to the birth-death model and interpreting
the results
Exercise 3.7. We will now apply the “sum and average” technique to the birth-death
model (Fig. 3.4 (b)). Here, all transition rates are proportional to the population.
A. Which of the below is the correct form of the master equation?
(a)

dpx (t)
dt

= −(λ0 (x − 1) + µ0 x)px (t) + λ0 xpx−1 (t) + µ0 (x + 1)px+1 (t).

(b)

dpx (t)
dt

= −(λ0 + µ0 )xpx (t) + λ0 xpx−1 (t) + µ0 (x + 1)px+1 (t).

(c)

dpx (t)
dt

= −(λ0 + µ0 )xpx (t) + λ0 (x + 1)px−1 (t) + µ0 (x + 1)px+1 (t).

(d)

dpx (t)
dt

= −(λ0 + µ0 )xpx (t) + λ0 (x − 1)px−1 (t) + µ0 (x + 1)px+1 (t).

B. Using the “sum and average” technique, derive the ODE describing ⟨X(t)⟩.
Which of the statements below is true for λ0 < µ0 ?
(a) ⟨X⟩ tends to fall exponentially.
(b) ⟨X⟩ tends to fall linearly.
(c) ⟨X⟩ tends to grow exponentially.
(d) ⟨X⟩ tends to grow linearly.
C. Now assume λ0 > µ0 and X = 1 at t = 0. Which of these statements is true?
(a) All trajectories grow to an infinite population.
(b) Some trajectories grow to an infinite population; others end up at X = 0.
(c) All trajectories end up at X = 0.
D. Does the birth-death model with λ0 > µ0 reach a stationary distribution? Does
it make sense, on its own, as a model of an organismal population?
Extinction in population processes
Like the birth-death model, many population processes have the state with N = 0 individuals
as an absorbing state. More sophisticated models than simple birth-death (perhaps those
with a carrying capacity as introduced on P16 of Dr Stan’s notes) can also have a locally
stable state with a finite average population N ∼ N̄ . Given enough time, all populations
obeying such a model will go extinct; however this process is often extremely slow and the
rate at which it occurs can be estimated using transition state theory, treating the state
with N = 1 as the transition state and calculating its probability relative to N ∼ N̄ .

3.3.1

A population that can only increase: Poisson point processes

To a good approximation, the output of a nerve is a series of instantaneous spikes separated
by large periods of nothingness (as in Fig. 3.5). The times of these spikes are a realisation
of a point process, a stochastic process that generates a set of isolated points (or events)
along some axis - in this case, “time”.
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Figure 3.5: Experimental data on the membrane potentials of neurons. Discrete action
potential spikes are clearly evident. Taken from Rossant et al., Front. Neurosci. 5:9 (2011).

Figure 3.6: Graphical representation of a Poisson point process.

Knowledge outcome
In a general point process, the length of time between event n and event n + 1 could
depend in an arbitrarily complicated way on the history of the process, including the
previous time gaps. However, the simplest possible model is one in which the total
number of events observed, N (t) is a continuous-time, discrete-state Markov process
with a constant rate of transition ν from N = n to N = n + 1 (Fig. 3.6). This type of
model is known as a Poisson point process, and it is essentially an extremely simple
population process in which the population can only increase by 1, and does so with
a constant propensity.
Although the model is very simplistic, it is nonetheless very common in engineering and
science. Clearly, real neurons are more sophisticated , but at the very least the Poisson
point process gives a null (baseline) model against which to compare actual behaviour. I
discuss the use of a Poisson process as a null model further in video 3.6.
The dynamics of the Poisson point process can be treated the same way as in Sec. 3.3.
However, for systems like neuronal activity, a more common question is “how many events
occur during a time window ∆t”? Let M be the random variable describing the number of
events in a time window ∆t of a Poisson point process. The distribution of M is a function
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of ν and ∆t: pm (ν, ∆t). We can calculate this distribution exactly for a Poisson point
process, as outlined in Appendix C.6 (you are not expected to know this derivation for your
exams). The result is a Poisson distribution:
ppo
m (ν∆t) =

exp(−ν∆t)(ν∆t)m
.
m!

(3.17)

Here, I emphasise that the distribution is over values of m, and λ = ν∆t is a parameter of
that distribution - you will explore how the properties of a Poisson distribution depend on
the λ parameter in Ex. 3.8. More details can be found in Appendix A.2.1.
Skill outcome
Compare the properties of a system to a null model given by a Poisson point process.
You are not expected to derive or memorise Eq. 3.17, but you may be required to
apply it.
Practice comparing data to the predictions of a Poisson point process and analysing
the Poison distribution
Exercise 3.8. Over a long period, I observe a neuron firing with an average separation between spikes of 0.1 seconds. In a randomly-selected 1-second window I observe
no spikes. I consider describing this process using a Poisson point process.
A. Using the result on transition times from Section 2.5.2, write down the distribution p(Θ = θ) of waiting times Θ between events (or steps) of a Poisson point
process with a rate parameter ν. Note that the fact that all transition rates
are the same means that the same distribution applies to each waiting period.
B. Using Appendix A.2.2, or otherwise, identify ⟨Θ⟩ for this distribution.
C. Hence, using Eq. 3.17, estimate the probability of observing no spikes in a 1second window for a Poisson point process with an average separation of 0.1s
between events.
D. Is this neuron likely to be well-described by a Poisson point process?
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3.4

Summary
Governing equation

Analyse evolution of
probability distribution

Sample trajectories

Stationary distribution

Discrete-state,
discrete-time

Transition matrix equation:
P
pi (n + 1) = j Tij pj (n)

Evaluate Tn ij pj (0) for
n steps.

Apply Algorithm 1.6.1
(like Gillespie but with
no time).

πi = Tij πj

Discrete-state,
continuous-time

Master
equation:
P
dpi (t)
j Kij pj (t)
dt =

Evaluate
exp(tK)ij pj (0) (usually
approximately).

Apply
algorithm
rithm 2.5.1).

Kij πj = 0

Continuous-state,
continuous-time

Fokker-Planck
equation:
∂p(x,t)
∂
=
−
(A(x)p(x,
t)) +
∂t
∂x
∂2
D ∂x2 (p(x, t))

Solve the Fokker-Planck
equation as a PDE (usually only possible numerically).

Langevin equation:
√
dx = A(x)dt + 2Ddw
(usually integrated numerically, eg.
Algorithm 3.2.1).

Gillespie
(Algo-

Table 3.1: Summary table categorising key ideas and techniques.

∂
∂x

(A(x)π(x))
=0

∂2
D ∂x
2 π(x)

+
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Figure 3.7: Potential V (x) = 2(x + 1)2 (x − 1)2 plotted against x, showing its characteristic
double well structure.

3.5

Extended task

Consider a molecule diffusing in 1D. The molecule is constrained by a potential V (x) =
2(x + 1)2 (x − 1)2 , plotted in Fig. 3.7, and has a diffusion coefficient D = 0.1. The medium
has a temperature kB T = 1 (don’t worry about the lack of units; it simply means we’re
defining all dimensional quantities relative to each other). The quartic potential has two
minima, and based on the Boltzmann distribution we’d expect the molecule to spend most
of its time near one or the other. We will generate long sample trajectories by numerically
integrating the Langevin equation, and use these to probe the system’s dynamics.
You should implement an Euler-like integrator, using Eq. 3.10. Don’t forget to derive
the force f (x) from V (x). The time step needs to be chosen to be small enough that the
integrator is reliable (a time step of 0.01 should suffice). In all tasks, you may find it helpful
to look at the programming hints in Appendix B.
Applying a Langevin integrator to analyse transitions in a rare event process
Whenever the molecule goes from −1 to +1, or vice versa, we say that a transition between left and right macrostates has occurred. Run 500 simulations for a
time window of Tint = 100, and count the number of transitions observed in each
one, recording the frequencies with which you obtain 0, 1, 2 ... 20. How does this
distribution compare to a Poisson distribution with the same average? Would the
comparison improve or get worse if one of the wells was much deeper than the other?
More background on rare event processes (not required for this course) is provided in
Appendix C.5.

Chapter 4

Networks
Knowledge outcomes summary
• Interpret graphs of different types (undirected, directed, weighted) as a representation of the structure of a network.
• Define node-level and graph-level metrics for network topologies.
• Define an Erdős-Rényi network and explain its role as a null model of networks.
• Define and explain the significance of “small-world” networks.
• Define and explain the significance of “scale-free” networks.
• Define a network motif.

Skill outcomes summary
• Calculate simple node-level and graph-level metrics for given networks.
• Generate Erdős-Rényi networks algorithmically.
• Generate scale-free networks algorithmically.
• Test apparent network motifs for significance.
• Simulate processes on networks.

This chapter represents a bit of a change of pace. Although stochastic processes and
related ideas will pop up in this chapter, we won’t be continuing the gradual build-up
of tools and applications that was the basis of the first three chapters. Instead, we’ll be
introducing a new set of concepts and tools related to networks, and their application in
biological systems.
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Figure 4.1: Network of internet connectivity. By K. C. Claffy (www.caida.org).

4.1

What is a network?

We’re often interested in systems that contain many “entities” interacting with each other
in a complex way. These entities might be people in a social network, neurons in the brain
or proteins within the cell. The internet is a typical example of a human-made network
(Fig. 4.1). We might know everything about these interactions, or we might only know which
connections exist, but not how strong they are. We might even only know the distribution
of connections in a statistical sense. But in any of these cases, as soon as we start to think
about the connections between entities in a complex system, we’ve entered the world of
networks.

4.1.1

Graphs: the mathematical description of networks

Knowledge outcome
A graph is the mathematical description of a network. It consists of a series of nodes
– these are the “entities” – and edges between those nodes that represent the links or
connections. These edges can be directed (point from one node to another) or not,
and sometimes they can have weights attached to them.
To illustrate these different possibilities, consider Fig. 4.2, in which I’ve sketched three
different networks involving the same nodes ( a similar discussion is provided in video 4.1).
I’ve chosen a network of imaginary businesses, some of which trade with each other. Each
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Figure 4.2: Business interactions described by undirected (a), directed (b) and weighted (c)
graphs. (a) simply shows connections, (b) indicates the direction of buying/selling (outward
edges from a node indicate selling by that node) and (c) indicates the volume of trade by
weighting the edges.

business is a node. In Fig. 4.2 (a), I’ve simply connected those businesses that trade with
each other. This is an undirected, unweighted graph. In Fig. 4.2 (b), I’ve used a directed
graph to indicate the direction in which trade occurs (an arrow from A to B indicates that
A sells goods to B). Note that with a directed graph, it can make sense to draw two edges
between a given pair of nodes; one in each direction. In my example, this would imply
that both businesses both sell goods to each other. Finally, I could label these directed
edges with the total value of goods sold per year, giving me a directed, weighted graph
(Fig. 4.2 (c)).
This is pretty much all there is to defining a graph that represents a network. We just
need to define a set of nodes, a set of (directed) edges, and possibly a set of weights.
Practice identifying networks
Exercise 4.1. Try to identify three networks from the real world (distinct from the
examples given here). At least one should be representable as a directed graph, at
least one should be representable as an undirected graph, and at least one should be
representable as a weighted graph.

4.1.2

Why are we interested in networks?

Even when we don’t know everything about a network, a little information
often tells us interesting things
It’s unusual to know all the connections and connection strengths in a large, real-life network, such as a human social network or protein interaction network. This means it would
be essentially impossible to systematically study the system behaviour, either in a stochastic
or deterministic fashion, as all unknown parameters are varied. However, just a few basic
facts about the network topology (the way in which nodes are connected) can tell us a lot.
For example, if we’re interested in the flow of something through a network, we can say a
lot just by looking at the statistical properties of the edges between nodes. For example:
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do nodes have high or low connectivity on average? Do they tend to cluster together in
mutually interconnected lumps? Is there always a short path between any two nodes? Different types of networks, which are generated by different underlying principles/processes,
will have very different answers to these questions. Fundamentally different behaviour will
then result, regardless of the fine details.
Similarly, if a network has been constructed for a purpose (either by nature or humans),
we might ask if its overall structure is optimised for efficiency or robustness (for example).
If a certain motif, like hub nodes with extremely high connectivities, appear more frequently
than you might expect by chance, does this mean it is somehow particularly useful? What
happens if these hub nodes are somehow crippled or deactivated? Can we learn anything
from natural network design when constructing our own?
Getting an idea for the helpfulness of the statistical properties of networks
Exercise 4.2. Try to think of an example network in which statistical information
about the connections between nodes, without all the details, would be helpful in
understanding either how the network was designed/came into existence, or how it
functions.

Networks can show emergent behaviour that is fundamentally different from
that of a single node
Most of the discussion in this chapter will focus on what we can learn from typical network
topologies about the function and design of a network. But another interesting aspect of
thinking in terms of networks is that they allow remarkably simple components to come together and achieve much more sophisticated behaviour. An individual neuron doesn’t seem
all that exciting, but a whole network of neurons interacting with each other underlies the
functionality of the human brain. Recently, the machine learning community has developed
(somewhat) similar artificial network architectures that can perform “deep learning”. The
“deep” here actually refers to the presence of multiple processing layers in an artificial network, and this approach is one of the factors that has driven the great advances in artificial
intelligence in recent years. I’m already out of my depth, so I won’t say any more.

4.2
4.2.1

Network properties
Basic properties of graphs

Knowledge outcome
We can characterise the statistical properties of graphs through metrics quantifying
concepts like connectivity and clustering. These metrics divide into two classes: those
which apply to individual nodes or a small group of nodes, and those which are a
property of the graph as a whole (properties of the graph “topology”).
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Skills outcome
These metrics are relatively straight-forward to calculate in principle, but, particularly for whole-graph properties of large graphs, can be tedious to evaluate unless
automated.
Properties of nodes and small sets of nodes
• Degree: The degree of a node is the number of edges connected to (adjacent to) a
node. If the graph is directional, we can define an in-degree and an out-degree. Note
that undirected self-edges contribute 2 to the degree (the edge connects twice).
• Adjacency: Two nodes are adjacent if they are connected by an edge (this edge is
also described as being adjacent to both nodes).
• Shortest path length: the shortest path Lij is the minimum path length from node
i to j. For an unweighted graph, this length is simply the number of edges that must
be travelled. For a weighted graph, the distance is the sum over weights along the
links. To find the shortest path between any two nodes, you can apply one of several
well-known algorithms (eg. Dijkstra’s algorithm 6 ).
• Local clustering coefficient The local clustering coefficient of a node i is the proportion of the possible connections between the nodes adjacent to i that actually
exist.
2ni
Ci =
(4.1)
ki (ki − 1)
Here, ki is the number of distinct nodes to which i is connected, and ni is the number
of edges within these ki nodes (note that this quantity is ill-defined for nodes with
1 or 0 neighbours; we shall simply set the local clustering coefficient to zero in such
cases).

Topological properties of the graph as a whole
• Connectivity: In a connected graph, there is a path between every pair of vertices
(the path can go through multiple intermediate nodes).
• Average degree: The average degree k̄ is the degree ki averaged over all nodes in
the network. We describe a network as sparse if the average degree is much smaller
than the network size (most edges don’t exist).
• The adjacency matrix: The adjacency matrix A for a graph with N nodes is an
N × N matrix with Aij = 1 if there is a connection from i to j in the graph, and
zero otherwise (for undirected graphs, Aij = 1 if there is an edge between i and j).
Examples of adjacency matrices are given in Fig. 4.3.
• Network diameter: The network diameter D is the maximum over all pairs i, j in
the network of the shortest path length from i to j, Lij . It is therefore the shortest
route between the most distant nodes.
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Figure 4.3: Simple graphs and their associated adjacency matrices. Note the difference
between a directed graph in (b), and an undirected one in (a).

Figure 4.4: A simple network analysed in Ex. 4.3.

• Global clustering coefficient: The global clustering coefficient C is the local clustering coefficient averaged over all nodes in the graph.

I demonstrate the calculation of some of these topological properties in video 4.2. As well as
the averages of quantities such as degree, and clustering coefficient, we are potentially also
interested in the distribution of these quantities for large networks. For example, we might
consider p(k), the probability that a randomly chosen node has degree k. N ote that in this
chapter I will use p(k) rather than the alternative pk that I have previously been using for
discrete distributions. This choice is made to be consistent with existing literature.
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Figure 4.5:
Simple examples of (a) an Erdős-Rényi network; and (b) a small-world
network with notable hubs. Compared to the Erdős-Rényi network, note that the
small-world network has high clustering and outlier nodes of unusually high connectivity.
Taken from https://fr.wikipedia.org/wiki/Theorie des graphes#/media/File:Random200.1-instance3.png
and
https://en.wikipedia.org/wiki/Smallworld network#/media/File:Small-world-network-example.png

Practice calculating topological properties of nodes and graphs
Exercise 4.3. Consider the graph in Fig. 4.4.
A. Calculate the degree of each node and the average degree.
B. Write down the adjacency matrix, listing nodes in alphabetical order.
C. Calculate the shortest path length between each pair of nodes.
D. Calculate the local clustering coefficient of each node.
E. Calculate the diameter of the network.
F. Calculate the global clustering coefficient.

4.3

Generic types of network and how to create them

Certain types of networks are observed frequently in real-world data, and/or make good
null models against which to compare measured data.
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4.3.1

The default null model: Erdős-Rényi networks

Knowledge outcome
Erdős-Rényi networks are simple random networks that make a good starting point
for comparisons to real-world data. To construct an Erdős-Rényi network with no
self-edges, we specify a desired number of nodes N and a desired average degree k̄.
We then consider each possible edge between nodes, and include each one independently with a probability q = k̄/(N − 1). The result will be a random graph with
N nodes and approximately the desired average degree.
A small example Erdős-Rényi network is shown in Fig. 4.5 (a).
Tip 4.3.1. For an undirected Erdős-Rényi network with self-edges, each edge between
distinct nodes is included with a probability q = k̄/(N ) and each self-edge is included with
a probability q = k̄/(2N ) (to account for the fact that it contributes twice to the degree).
Tip 4.3.2. For a directed Erdős-Rényi network with self-edges forbidden, then each outward
edge from each node is included with a probability q = k̄out /(N − 1).
Tip 4.3.3. For a directed Erdős-Rényi network with self-edges then each outward edge
from each node (including the self-edge) is included with a probability q = k̄out /(N ).
Tip 4.3.4. Sometimes people consider a slightly different definition of Erdős-Rényi networks, in which exactly N k̄ edges are added at random. The net result is very similar to
the definition above, especially as the network size gets large.
As discussed in video 4.3, Erdős-Rényi networks have a binomial degree distribution
p(k) (Appendix. A.2.1), where p(k) is the probability that a randomly-chosen node has
degree k. Binomial distributions arise when we count the successes from a fixed number of
trails of some test, each with the same (independent) probability of success. Here, a “trial”
is asking whether or not an edge exists, and a “success” is counted when the edge exists.
The parameters depend a little on which type of network it is (directed, with or without self
edges etc) because these details determine how the probability of an edge existing relates
to the average degree. In the limit of many nodes N and finite average degree k̄ ≪ N , as
applies to most networks of interest, this binomial can be approximated by a Poisson degree
distribution with mean λ = k̄ (Appendix A.2.1). Thus
p(k) ≈

k̄ k exp(−k̄)
.
k!

(4.2)

A Poisson distribution has a mean equal to its variance (Appendix A.2.1).
Skills outcome
Algorithmically, it is relatively straightforward to generate the adjacency matrix for
an Erdős-Rényi network, as shown in Algorithm 4.3.1. Just remember to treat Aij
and Aji correctly for directed and undirected graphs!
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Example pseudo-code 4.3.1. Generating a directed Erdős-Rényi with N nodes and average out degree approximately equal to k̄. I implement this algorithm using MATLAB in
video 4.4.
1. Declare and define dimension N .
2. Declare a two-dimensional list or matrix A with dimensions N × N .
# First, we consider generating a directed graph:
3. Declare and define a probability of connection q = k̄/N
4. Loop over i from 1 to N :
5.
Loop over j from 1 to N :
6.
Define a variable t and set it equal to a random number drawn uniformly from
the range (0,1).
7.
If t < q:
8.
Aij = 1.
9.
Else:
10.
Aij = 0.
# Alternatively, we could consider generating an undirected graph with no self-edges
with average degree k̄:
3. Declare and define a probability of connection q = k̄/(N − 1). # Small correction for
the lack of self-edges.
4. Loop over i from 1 to N :
5.
Loop over j from i + 1 to N :
6.
Define a variable t and set it equal to a random number drawn uniformly from
the range (0,1).
7.
If t < q:
8.
Aji = Aij = 1.
9.
Else:
10.
Aji = Aij = 0.
# Note that MATLAB has shortcuts for generating random matrices, which may be
convenient in practice.

Figure 4.6:
A 2D lattice network as considered in ex. 4.4 (d).
Taken from
https://puzzling.stackexchange.com/questions/5883/does-this-grid-puzzle-with-asymmetry-breaking-condition-have-a-solution
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Using the basic definition of Erdős-Rényi networks to draw conclusions about topological properties of the graph as a whole – in this case the growth of the network
diameter with the number of nodes
Exercise 4.4. Consider an undirected network with M nodes and no self-edges (I
use M rather than N to avoid a notation clash with the number of trials in a binomial
distribution). Assume the network is sparse (edges exist with a probability ≪ 1).
A. The degree distribution of an Erdős-Rényi network with M nodes and average
degree k̄ is binomial (see Sec. A.2.1). What are the (q, N ) parameters of this
binomial distribution?
B. Using the fact that all edges occur independently with the same probability,
explain why the global clustering coefficient of the network is (roughly) k̄/M .
C. In the sparse limit k̄/M ≪ 1, approximately how many nodes are connected to
an initial node via a shortest path of length 1? How about length 2? Generalise
to the case of length l edges. For the purposes of this very rough analysis,
assume that each new node reached is connected to k̄ additional nodes that
haven’t been reached previously.
D. Assuming the previous answer remains valid, how large must the path length
L be before the initial node is connected to all M nodes via paths of length L?
E. Using this estimate, predict the scaling of diameter D with network size M .
(a) D ∼ M
√
(b) D ∼ M
(c) D ∼ log(M )
(d) D ∼ exp(M )
F. Evaluate the scaling of the diameter D with M for a network connected as a
regular lattice (Fig. 4.6) by calculating the distance between the furthest points.
(a) D ∼ M
√
(b) D ∼ M
(c) D ∼ log(M )
(d) D ∼ exp(M )

As you hopefully found in Ex. 4.4, the diameter of an Erdős-Rényi network grows much
more slowly with its size (in terms of number of nodes) than a lattice network. It is thus
much easier to reach distant points in the network in only a small number of jumps.

4.3.2

Small-world networks

You have probably heard of the idea of “six degrees of separation” – that it is possible to
connect yourself to essentially anyone in the world via a friend of a friend of a friend of
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Figure 4.7: Ideal degree distributions for an Erdős-Rényi network and a scale-free network,
plotted on a log-log scale. Note the peak and rapid falloff at large k for the Erdős-Rényi
network, compared to the straight line of the scale-free counterpart, which has a power-law
dependence (specifically, p(k) ∼ k −2 ).

a friend of a friend. Whether or not the precise number is six, the phenomenon is real;
despite the fact that friendship networks are highly clustered (your friends are friends with
your friends), and you don’t know that many people in absolute terms, it doesn’t take many
steps to connect yourself to essentially anyone.
Knowledge outcome
A “small-world network” is a network with a diameter D that is surprisingly small
for the network’s size N (D ∝ log(N )) given that it has a high global clustering
coefficient C and sparse connections (k̄ ≪ N ).

Understanding what is meant by “small world” networks
Exercise 4.5. Would you describe an Erdős-Rényi network as a “small world” network? Why?
Sparse, highly-clustered networks with this small-world property seem to arise all the
time in both biological (eg. molecular regulatory networks) and non-biological (eg. the
internet) contexts. For an example, see my discussion of “Erdős numbers” in academia in
video 4.5. How do typical networks manage to have such small diameters despite their high
clustering? One answer is that most small world networks typically have degree distributions
that differ markedly from Erdős-Rényi networks with the same average connectivity. p(k)
for an Erdős-Rényi network is binomial (sometimes approximated as Poisson), giving a
fairly sharply peaked distribution with Var(k) ∼ k̄ (see Sec. A.2.1). In many (but not all)
small-world networks, p(k) is much broader, with substantial probabilities of finding a node
with k ≫ k̄. These highly-connected nodes act as interconnecting hubs, allowing efficient
hopping around the network and low D despite high clustering. A typical small-world
network, showing clear hubs, is illustrated in Fig. 4.5 (b).
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4.3.3

Scale-free networks

As discussed in Sec. 4.3.1, large but sparse Erdős-Rényi networks have an approximately
Poisson degree distribution (Sec. A.2.1):

p(k) ≈

k̄ k exp(−k̄)
.
k!

(4.3)

This distribution is reasonably tightly peaked around its mean k̄, which then sets a natural
“scale” of the distribution, as discussed further in video 4.6. Exploring the behaviour of
this function for large k is simpler if we plot ln p(k) against ln k – this peaked shape, with
increasingly rapid falloff for large k (see Fig. 4.7), is typical. We say that highly connected
hubs are more common than expected if the fall-off in ln p(k) against ln k is slower than
this.
Knowledge outcome
Many networks in the wild – including most regulatory and metabolic networks, the
internet and social networks, exhibit scale-free behaviour. Scale-free networks are
characterised by a power-law distribution, for which p(k) ∼ k α (at least for large k).

On a log-log plot, a power law is a straight line: ln p(k) = α ln k + const, unlike a Poisson
or binomial distribution (see Fig. 4.7). In particular, there is no natural peak at k ≈ k̄, and
no increasingly rapid drop-off beyond this point. There is thus no natural “scale” to these
networks, which is why they are called“scale-free”. The absence of an increasingly rapid
drop-off in ln p(k) at large ln k for scale-free networks indicates an over-representation of
highly-connected hubs when compared to Erdős-Rényi networks. A natural example of a
power-law degree distribution from a scale-free network is shown in Fig. 4.8.
Skills outcome
The Barabási-Albert algorithm generates scale-free networks. The basic idea is to
have positive feedback, so that highly connected nodes gain even more edges (rich
get richer). We start with N0 nodes, each with at least degree one (we could simply
use N0 = 2, with an edge between the two nodes). We then add new nodes one at
a time that each connect to m existing nodes. An existing node i is selected for
connection with a probability proportional to its current degree, ki . Heavily-linked
nodes, therefore, tend to accumulate edges at a faster rate, giving a much slower
drop-off in ln p(k) at large ln k than for Erdős-Rényi networks. I demonstrate the
Barabási-Albert algorithm, and the resultant networks, in video 4.7.
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Figure 4.8: A protein-protein interaction network, taken from H. Jeong et al., Nature 411,
41-42 (2001). (b) Shows the power-law dependence of degree distribution.

Practice applying the Barabási-Albert algorithm and thinking about its consequences
Exercise 4.6. A. Using the MATLAB-based implementation of the BarabásiAlbert algorithm provided in Blackboard that accompanies video 4.7, generate
a Barabási-Albert network with 30000 nodes (note: do not plot this graph using plot(G,’Layout’,’force’) or similar when you are done. The code will run
slowly if you do). Evaluate the degree distribution up to k = 50, and plot it
on a log-log scale (using the “loglog” function). Export the plot as a png and
upload it.
B. The distribution is scale free if p(k) ∼ k −α for large k. Plot 3 × k −α against
k for α = 1, 2, 3, 4 on the same log-log axes as your degree distribution (Use
the “hold on” instruction in MATLAB). To identify the scaling, we’re interested in the slope on the log-log plot; the shift of 3 just makes the comparison
simpler. By comparing the slopes for large k, the region in which power law
decay is potentially relevant, deduce which value of α best describes the degree
distribution.
C. Generate a 50-node network and visualize it as a graph (hint: use G=graph(A);
plot(G,’Layout’,’force’)). Simply by visual inspection, describe whether the
network is highly clustered.
D. The Barabási-Albert algorithm generates “small world” networks. True or
false?
E. Explain your reasoning for the above.
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Might the method of artificially generating scale-free networks using the Barabási-Albert
model, a form of preferential attachment, tell us something about why scale-free networks
occur so often in practice? On the world wide web, for example, it makes sense that new
pages link more frequently to pre-existing pages with a high degree. It also makes some sense
for protein networks, since a common mechanism for evolving a new protein is to duplicate
an existing one, which then drifts away from the parent via mutation. When the copy is
made, all those proteins linked to the original are also linked to the duplicate, and there
is a good chance that they will stay connected as the protein and its parent differentiate.
Thus highly connected proteins are likely to acquire more edges, simply because they are
connected to more proteins that might be duplicated.
Tip 4.3.5. Many networks are not just clustered, but modular. A module is a tightly
connected group of nodes that functions effectively as a unit, and may be closely analogous
to other modules performing related tasks. Typically, a small subset of nodes within the
module act as inputs and outputs to couple to the rest of the network. The assumption
that cellular networks are essentially modular allows the kind of engineering performed by
synthetic biologists, in which small circuits are treated largely in isolation, and components
are taken out of one context and plugged into another.

4.4
4.4.1

Networks in biology
Spread of disease over a population

A simple model of an epidemic might assume that the population is split into diseased,
healthy and recovered fractions, and the fractions are updated over time using either deterministic or stochastic equations. This might be sufficient for some purposes, but it
inherently assumes that the population is “well-mixed”, by which we mean anyone can
catch the disease from anyone else. In practice, this is a very crude description - we’re
much more likely to contract diseases from people we know well and see often. A more
realistic model would be to include the underlying social network in our model; infections
are propagated along edges between nodes only (perhaps with a propensity proportional to
a weight of connection). One might expect that the network topology has a large effect on
the progress of the epidemic.
The spread of disease is just one characteristic example of a (stochastic) process that
is influenced by an embedded network structure. Another would be evolution, in which we
could assign a node to each genotype that produces a functional phenotype, and connect
genotypes that are related by a single point mutation with an edge. Clearly, stochastic
evolution within this network will be highly influenced by its topology.
Skills outcome
In the extended task at the end of the chapter, you will explore the effects of network
topology on the spread of a disease. The key aspect is to use the structure of the
network to determine your update step, as illustrated in this video 4.8.
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Figure 4.9: (a) Partial map of transcription regulation in E. coli, taken from Uri Alon:
An introduction to systems biology. 7 Edges indicate transcriptional regulation (either suppression or activation); the direction of the edges indicates the direction of influence. Self
edges (autoregulating transcription factors) are indicated by nodes represented in bold. (b)
A feed-forward loop subgraph.

4.4.2

Identifying over-represented – and potentially functional – motifs
within networks

Consider the network shown in Fig. 4.9, which is a partial gene regulation network from E.
coli. Nodes correspond to proteins encoded by the E. coli genome, and edges correspond to
transcriptional regulation. These edges are directed, and an edge from i to j implies that
the presence of i either increases or decreases the production of j. Self edges are possible;
proteins can promote or suppress their own production.
The E. coli network has evolved to meet certain functional requirements. Through the
next tasks, we will explore whether some subgraph structures (small regions of connected
nodes) are present to a higher degree than would be expected by chance. If such overrepresented subgraph structures can be identified, we can then ask if their ubiquity is as a
result of some particular underlying reason.

Knowledge outcome
Systematically over-represented subgraphs are given the name of “motifs”.
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Skills outcome
To find candidate motifs, we hunt for over-represented subgraphs. We thus need a null
model for comparison, to identify when a subgraph is over-represented compared to
our expectations. Erdős-Rényi networks are a good place to start. Simple examples
of how this might work in practice are discussed below. You won’t be asked to
produce arguments like these independently in your exams, but may be expected
to follow and understand a guided derivation. The discussion that follows borrows
heavily from Ref. 7.

Autoregulation
Autoregulation is the simplest possible candidate motif; one node with a self-edge. In the
E. coli network shown, there are N = 420 nodes with E = 520 edges, including Ns = 40
self-edges. Is this more or less than we’d expect in an Erdős-Rényi network with the same
number of nodes and edges? The discussion below is also outlined in video 4.9
In a directed Erdős-Rényi network with N nodes, there are N 2 possible distinct edges
(including self-edges). Thus, any given edge exists with a probability E/N 2 . The number of
self-edges, therefore, follows a binomial distribution (Sec. A.2.1) with N trials at including
a self-edge, and probability q = E/N 2 of success for each one, giving
⟨Ns ⟩ER = N q = E/N,

Var(Ns )ER = N q(1 − q) ≈ E/N,

σNs ≈

q

E/N .

(4.4)

For N = 420 and E = 520, ⟨Ns ⟩ER = 1.2 and σNs = 1.1. It is thus very difficult to see how
Ns = 40, as observed in the real network, could have happened without the motif being
systematically favoured for some reason or another.
Thinking about why motifs emerge
Exercise 4.7. Why might autoregulation be over-represented in gene regulatory
networks? I can think of two types of explanation. Here, I’m not expecting detailed
knowledge of biochemistry or evolutionary biology - just generic reasons why motifs
might become over-represented in evolving networks.

Feed-forward loop
A more complex candidate motif is the three-node feed-forward loop, illustrated in Fig. 4.9 (b).
This particular subgraph is observed 42 times in the network in Fig. 4.9 (a) – how does this
compare to an Erdős-Rényi network? We go through the comparison for this candidate
motif step by step in Ex. 4.8.

4.4. NETWORKS IN BIOLOGY
Are feed-forward loops a motif in the E. coli transcription factor network? Practice
going through a motif-identification argument step by step
Exercise 4.8. Consider the expected number of feed-forward loops in an ErdősRényi network with the same average out-degree k̄out and size N as the transcription
factor network (N = 420 nodes, E = 520 directed edges, 42 feed forward loops). Let
us first ask for the expected number of V-shaped patterns of pairs of edges facing
outwards from the same node (ie., the structure at the head of a feed-forward loop;
Fig. 4.9 (b)). Assume that the number of self edges is negligible in an Erdős-Rényi
network of this sparsity.
A. If a node has an out-degree of kout , how many different pairs of outward-facing
edges can be identified coming from that node?
(a) kout (kout − 1)

(b) kout (kout − 1)/2

(c) kout (kout + 1)/2

(d) kout (kout + 1)

B. For an Erdős-Rényi network of this kind, p(kout ) follows a binomial distribution
with parameters N and q = k̄out /N . From the expressions in Sec. A.2.1 for
the mean and variance of such a distribution, one can show that ⟨kout ⟩ = k̄out
2 ⟩ = k̄ 2 − k̄ 2 /N + k̄
and ⟨kout
out . Using these results, find the expectation of
out
out
the answer to part A (the number of outward-facing pairs of edges per node).
Simplify by neglecting terms that are relatively small due to factors of 1/N ≈ 0,
and then multiply by N to identify the expected number of outwards-facing Vshapes in the whole graph. What value do you obtain?
3 /2
(a) N k̄out

3
(b) N k̄out

2
(c) N k̄out

2 /2
(d) N k̄out

C. What is the probability that any one of these outwards-facing V-patterns have
an additional edge joining the nodes at the tips of the V together? You may
assume that the number of V-patterns closed by two edges is negligible.
(a) 2k̄out /N

(b) k̄out

(c) k̄out /N

(d) 2k̄out

D. Thus calculate the expected number of feed-forward loops in the whole network:
3
(a) 2N k̄out

3
(b) k̄out

2 /N
(c) k̄out

2 /2
(d) k̄out

E. Calculate ⟨NF F L ⟩ER for this Erdős-Rényi network, and deduce whether the
feed-forward loop is likely to be a motif in the transcription factor network.
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4.5

Extended task

We will use the ancillary file ‘SocialNetwork.mat’, available from the MATLAB code folder
for chapter 4 on Blackboard. Downloaded the ancillary file into your working directory.
The command load(‘SocialNetwork.mat’); will create a matrix A of 276 nodes, corresponding to a realistic social network. Visualize A using the spy command.
Generating an Erdős-Rényi network and implementing code to simulate dynamics of
disease propagation on a network
A. Construct an adjacency matrix for an undirected Erdős-Rényi network of 276
nodes, with each possible link existing with a probability 0.05 (don’t add selflinks). Use the spy command to visualise the adjacency matrix and compare
it to A (note that the total number of edges should be roughly the same).
B. A disease spreads via connections in the population network. Write code to
simulate the spread of the disease over 100 days. Each day, susceptible members
that are adjacent to a single infected member become infected with a probability
p = 0.2 (if a susceptible member is adjacent to two infected members, each
independently infects it with probability 0.2). Infected population members are
infectious on the next day, then recover on the following day and are immune.
Evolve the system for 100 days using your social network matrix A. Plot the
total number of infections (as a fraction of the total population) over this period.
Repeat 100 times and plot on the same graph. What tends to happen?
[Hint: The easiest way to write this code is to define a vector “susceptible” of
length 276; susceptible(n) is 1 if the nth population member is currently susceptible, and 0 otherwise. Initialise all entries to 1. Similarly, define “infected”
and “recovered” vectors initialised to 0. To run the simulation, randomly infect
one individual “i” (set susceptible(i)=0 and infected(i)=1). Evolve the system
day by day, updating the infected, susceptible and recovered vectors as you
go. Note that you have to be careful with the newly-infected people behave;
they shouldn’t infect anyone until the next day. I suggest creating an additional vector of “newly-infected” people to help you with this challenge, and
only updating the infected vector from this list at the end of a day.]
C. The Government vaccinates 75% of people. Restart the simulation for matrix
A, but this time set susceptible(i)=0 with a probability of 75% for each individual i. Pick an initially susceptible victim, infect them, and simulate for 100
days. Repeat for 100 runs and plot the results. What fraction of the initially
susceptible people is now typically infected? How is this “herd immunity”?
D. Certain communities in the social network described by A oppose the vaccination. Rather than setting people to be immune randomly, set the final 75% of
individuals in the list to be immune (70 to 276). You can confirm, using spy,
that the first 69 individuals are indeed well connected within their community,
but poorly connected outside. Repeat the above test; What fraction of the
initially susceptible people is now typically infected?

Appendix A

Some useful mathematics
In Section A.1 I recap the basic notation and definitions that we use throughout the course.
Hopefully it will all be pretty familiar – if not, please look up your notes from school or the
earlier in the course; I’ve tried to stick reasonably close to the formalism you’ve been using
in the Probability and Statistics for Bioengineering module. This approach is also similar
to the formalism in David MacKay’s book 8 (from the recommended reading list), which
is available for free here: http://www.inference.phy.cam.ac.uk/itprnn/book.pdf. A slightly
more detailed and rigorous presentation of some of the material here is given in section
2.1-2.2 of that book.
In Section A.2 I highlight some particularly useful results with regard to manipulating
probability distributions. Some of the derivations may be new to you. Please note that I am
by no means attempting a rigorous and thorough mathematical treatment of probability,
which gets pretty involved. Fortunately, for many purposes, we can get away with keeping
things simple.

A.1
A.1.1

Probabilities
The meaning of probability

Colloquially, we use “probability” and “chance” pretty easily, but in surprisingly sophisticated ways. For example, we might wonder about the probability that a political party will
win an election, the probability that the next card drawn from the top of a deck will be a
king, or the probability that you left your bag on the train rather than back at the office.
Superficially, these ideas can seem quite different. You either left your bag on the train or
you didn’t; the event happened in the past. By contrast, nobody can know for certain who
will win an election; the outcome is yet to be determined. The next card in the deck seems
to occupy a middle ground: the cards have been shuffled already, so the card has already
been selected – but no-one knows which card it is.
In fact, in all of the above examples, we’re using probability to describe our degree of
belief in an outcome given the evidence available: opinion polls, which cards have already
been revealed, whether you can remember picking your bag up, et cetera. Some people
would say that probability is only mathematically properly defined if we’re talking about
“frequencies of outcomes in random experiments” – such as, for example, the chance of
obtaining a head when tossing a coin. But in fact, defining exactly what is meant by
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“frequency” and “random” is difficult to do in a non-circular manner. Moreover, tossing
a coin isn’t so different from the examples above. If we had really good knowledge of the
initial conditions, it would be possible to predict the result of a coin flip before the coin
landed. So even here, probability is really telling us about our degree of belief in an outcome
given the available evidence, just as with the lost bag, the deck of cards and indeed the
election mentioned above.
I shall not go further into the subtleties, which relate to deep questions in physics such
as the interpretation of quantum mechanics, the meaning of entropy, and the relationship
between chaos and randomness. In biological settings, expressing degrees of belief through
probabilities allows the use of Bayesian Inference in the analysis of experiments.

A.1.2

Basic definitions

For our purposes, we shall simply assume that we are able to express the probability, or
degree of belief, that a variable X takes an outcome x from a set of values AX in a meaningful
way. To start with, we’ll consider discrete sets of outcomes such as AX = {1, 2, 3, 4, 5, 6}
for a six-sided die or {train, office, elsewhere} for the places we might have left a bag. It is
important to emphasise that AX are the possible outcomes, not the probabilities themselves.
These probabilities are a distinct set (of the same size as AX ), looking something like
PX = {1/6, 1/6, 1/6, 1/6, 1/6, 1/6} or {0.5, 0.4, 0.1} for the examples above, with each term
giving the probability of the corresponding value in AX .
Note that people typically differentiate between the variable X, and its outcome in
a given realisation, x. This is because there are properties of the variable that do not
depend on a specific outcome, such as its average, and this approach allows us to label
these quantities sensibly. It is convenient to use the shorthand P (X = x) = p(x) to describe
the probability that an outcome is x. Just to make sure this is clear, if we have AX = {0, 1}
and PX = {0.3, 0.7}, then p(0) = 0.3 and p(1) = 0.7.
Alternative outcomes
If we’re considering alternative outcomes of a single variable X, then it’s very easy to ask
for the probability that the outcome is either x or x′ .
P (X = x or x′ ) = p(x) + p(x′ ).

(A.1)

Note that this expression only holds because we’re asking for the probability that a single
outcome of a single variable is either x or x′ . The generalisation to a larger subset of AX ,
A′X ∈ AX , is simple: just sum over all the outcomes in the set:
P (X = x ∈ A′X ) =

X

p(x).

(A.2)

x∈A′X

Normalisation
If we sum over the entire set of possible outcomes AX , then the total probability must be
one:
X
P (X = x ∈ AX ) =
p(x) = 1.
(A.3)
x∈AX
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Joint probabilities

We are often interested in the combined behaviour of two variables X and Y . These might
be two separate instances of the same process (two rolls of the same die, for example) or
they might be quite distinct (mRNA copy number and protein copy number at a given
point in time, for example). In this case we can talk about the combined outcomes x, y,
with the sets AX,Y and PX,Y defined as before, but accounting for all possible combinations
of outcomes from AX and AY . p(x, y), the joint probability, is the probability of obtaining
both X = x and Y = y. Clearly we can generalise to more than two variables.
Marginal probabilities
If we have a joint distribution p(x, y) for variables X and Y , we can ask for the distribution
of X regardless of the value of Y . This process involves summing over all values of Y , and
is called marginalisation.
p(x) =

X

p(x, y).

(A.4)

y∈AY

Similarly, p(y) =

P

x∈AX

p(x, y).

Conditional probabilities
We can also ask for the probability that X takes the value x given that Y takes the value
y. This quantity is the conditional probability p(x|y):
p(x|y) =

p(x, y)
p(x, y)
=P
.
p(y)
x∈AX p(x, y)

(A.5)

Effectively, we normalise the joint probability by the marginal. Similarly, p(y|x) = p(x, y)/p(x).
Note that whereas the marginal probability p(x) is a function of x only, p(x|y) is generally
a function of both x and y. It immediately follows from Eq. A.5 that
p(x, y) = p(x)p(y|x).

(A.6)

Thus the probability of an outcome of x, y is the probability of outcome x, regardless of y,
multiplied by the probability of an outcome y given an outcome x. We can thus re-write
Eq. A.4 as
p(x) =

X

p(y)p(x|y).

(A.7)

y∈AY

The fact that probabilities are normalised to one implies the rule
X

p(x|y) = 1.

(A.8)

x∈AX

If this rule did not hold, the total probability of all possible outcomes of X would not be
one for at least some values of y.
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Independence
The outcome of one variable may or may not be related to another. Whilst it is reasonable to
assume that the outcome of one die roll is not influenced by a previous roll, the temperature
today is highly informative of the temperature tomorrow. If two variables X and Y are
independent, then the conditional probability is the same as the marginal (the outcome y
has no bearing on the probability of the outcome x):
p(x|y) = p(x), p(y|x) = p(y).

(A.9)

Combining this result with Eq. A.6, we see that for independent processes the joint probability is simply a product of the marginals
p(x, y) = p(x)p(y).

(A.10)

For example, the probability of rolling two consecutive sixes on conventional die rolls is
p(6, 6) = p(6)p(6) = 1/36, as is hopefully intuitive. Note that Eqs. A.9 and A.10 only hold
when X and Y are independent, otherwise Eqs. A.5 and A.6 must be used.

A.1.3

Expectations of outcomes from probability distributions

Often we’re interested in overall properties of the entire probability distribution, rather than
single values of joint, conditional or marginal probabilities. These properties are extremely
helpful in allowing us to characterise the typical or expected behaviour of a variable, rather
than the outcome of one particular realisation.
We can consider a general function f (X) of a variable X. In general the output of this
function is uncertain due to the uncertainty in X. However, we can calculate an expectation
of f (X), which is its mean value, using the probability distribution
E(f (X)) = ⟨f (X)⟩ =

X

p(x)f (x).

(A.11)

x∈AX

Two choices of f (X) are extremely common:
• f (X) = X, which simply gives the mean or expaction of X, E(X) = ⟨X⟩ =
• f (X) = X 2 , giving the mean or expectation of X 2 , E(X 2 ) = ⟨X 2 ⟩ =

P

P

x∈AX

x∈AX

xp(x).

x2 p(x).

It is simple to generalise to multiple variables:
E(f (X, Y )) = ⟨f (X, Y )⟩ =

X

p(x, y)f (x, y).

(A.12)

x∈AX , y∈AY

The quantity E(XY ) = ⟨XY ⟩ is often important. The double sum can be simplified if
f (x, y) is only a function of x or y. For example,
E(f (X)) = ⟨f (X)⟩ =

X

p(x, y)f (x) =

x∈AX , y∈AY

where the marginal p(x) =

P

y∈AY

p(x, y) as before.

X
x∈AX

p(x)f (x).

(A.13)
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Variances and covariances

The mean E(X) = ⟨X⟩ characterises the average value of X, but gives you no idea of how
spread out individual outcomes might be about this average. A useful measure of spread is
the variance
2



Var(X) = ⟨X 2 ⟩ − ⟨X⟩2 =

X

x2 p(x) − 

x∈AX

xp(x) =

X

x∈AX

X

(x − ⟨X⟩)2 p(x)

(A.14)

x∈AX

From the final equality in Eq. A.14, it is clear that the variance is a sum of positive terms;
it is the average squared distance of outcomes from the mean. Therefore the variance
must beppositive, and its square root is real. This square root is the standard deviation
σ(X) = Var(X). For this reason the variance is often referred to as σ 2 (X).
The covariance is defined as
Cov(X, Y ) = ⟨XY ⟩ − ⟨X⟩⟨Y ⟩ =

X

X

xyp(x, y) −

x∈AX , y∈AY

x∈AX

xp(x)

X

yp(y)

(A.15)

y∈AY

The covariance tells us whether fluctuations from the mean of X and Y tend to be correlated
(Cov(X, Y ) > 0), anti-correlated (Cov(X, Y ) < 0) or independent (Cov(X, Y ) = 0).
Tip A.1.1. If Z is a sum of independent random variables X and Y , the mean and variance
of Z are constructed by summing those of X and Y . Consider now ZN as the sum of a large
number N of independent but identically distributed random variables, each with mean
⟨X⟩ and variance Var(X). Then
√
⟨ZN ⟩ = N ⟨X⟩, σZN = N σX .
(A.16)
So although the standard deviation of ZN grows with the number of variables, it grow
much more slowly than the mean. Thus, as N becomes large, fluctuations about the mean
become less and less relatively important. This is why, as a rule of thumb, small systems
show much more evident random fluctuations than larger ones (although, be careful - a
large system in which all the variables are strongly correlated will not behave like this).

A.1.4

Continuous probabilities

Sometimes we might be interested in the time at which a biochemical reaction takes place,
or the position of a diffusing particle. In this case, the sets of possible outcomes AX are
continuous sets of real numbers. Essentially everything we’ve said previously still applies,
except that p(x) is now a probability density, rather than an absolute probability. This
means that p(x) quantifies the probability per unit of x, and thus has dimensions (for
example, per unit time or per unit distance). When dealing with continuous densities
rather than discrete probabilities, sums get replaced by integrals.
The probability that an outcome is in the range a < x < b is an integral between these
limits
Z
P (a < x < b) =

b

a

dx p(x).

(A.17)

When integrating over the full possible range or support AX of the variable (often 0 to
∞ or −∞ to ∞), we obtain the normalisation condition.
Z
AX

dx p(x) = 1.

(A.18)
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Figure A.1: Typical binomial (a) and Poisson distributions (b). The lines between points
are drawn to guide the eye only. Note that whilst the binomial distributions strictly have
p(x) = 0 for x > N , the same is not true of the Poisson, which has support for x → ∞.

Two- or multi-dimensional probability densities can be defined analogously to before.
Considering two variables X and Y , marginal probabilities are given by
p(x) =

Z
AY

Z

dy p(x, y), p(y) =

AX

dx p(x, y),

(A.19)

and conditional probability densities by
p(x|y) =

p(x, y)
p(x, y)
, p(y|x) =
.
p(y)
p(x)

(A.20)

Similarly, expectations of functions f (X) are given by
E(f (X)) = ⟨f (X)⟩ =

Z
AX

dx f (x)p(x)

(A.21)

and for functions of two random variables
E(f (X, Y )) = ⟨f (X, Y )⟩ =

A.2

Z
AX

Z
AY

dx dx f (x, y)p(x, y).

(A.22)

Common probability distributions and tricks in
manipulating them

I don’t necessarily expect the content of this section to be familiar to you. Hopefully it
will provide a convenient reference for calculations that are relevant to the course, and
probabilistic systems in general. By the time of the exam I’ll expect you to be familiar with
these probability distributions, but not reproduce derivations from memory.

A.2.1

Discrete probability distributions

The binomial distribution
The binomial distribution arises when we consider repeated independent “trials” of a process
which can have two outcomes, such as heads/tails, success/failure and folded/unfolded. In
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general, we can represent these outcomes in binary with a “0” or “1”. If we have N trials
of a process, each with a probability q of giving 1, we obtain the following distribution for
X, the number of 1s:
p(x, N, q) = px (N, q) =

N !q x (1 − q)N −x
for 0 ≤ x ≤ N.
x!(N − x)!

(A.23)

Here, I explicitly include the parameters N, q in the argument of the function, but note that
they are just parameters on which the distribution of X depends, not outcomes of random
variables themselves. Often thes parameters are not noted explicitly in the distribution,
which would then be represented as just p(x) = px Equivalently, X can be thought of as the
sum of N independent random variables Yi , each of which take value 1 with probability q
and 0 with probability 1 − q. This makes it easy to calculate expectations, without using
the distribution directly:
N
X

⟨X⟩ = ⟨

i=1

Yi ⟩ =

N
X

⟨Yi ⟩ = N q,

(A.24)

i=1

and
Var(X) = N Var(Yi ) = N q(1 − q),

(A.25)

where we have used the result that the variance of the sum of independent variables is the
sum of the individual variances, and ⟨Yi2 ⟩ = q. Typical binomial distributions are plotted
in Fig. A.1 (a).
Where does the distribution in Eq. A.23 come from? Consider a single specific sequence
which contains x 1s and N − x 0s. The probability of obtaining exactly that sequence is
simply q x (1 − q)N −x . But there are many ways to rearrange the sequence, and still have
the same number of x in total. The total probability of obtaining x 1s and N − x 0s in any
order is q x (1 − q)N −x multiplied by the number of distinct sequences.
The entries in a sequence of length N can be arranged in N ! ways. However, we have
only two types of entry – 0 and 1. For every distinct sequence of 0s and 1s, there are x!
ways to swap the 1s amongst themselves and not change the overall sequence . Similarly,
there are (N − x)! ways to re-order the 0s without influencing the overall sequence. Thus
the number of distinct sequences with x 1s and N − x 0s is N !/x!(N − x)!. Combining this
combinatorial factor with q x (1 − q)N −x , we get the desired result (Eq. A.23).
The Poisson distribution
The Poisson distribution arises in a number of situations
• It is the distribution obtained for the number of entities in a system if those entities
are produced at a constant rate, and destroyed at a rate proportional to their total
number (an immigration-death process, Sec. 2.4).
• It is the distribution of events observed in a given finite period of time if events occur
independently and with a fixed average rate (a Poisson point process, Sec. 3.3.1).
• The Poisson distribution with mean α is a good approximation for a binomial distribution with N trials of success probability q = α/N , given N → ∞ and α finite.
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The distribution is:
p(x, α) = px (α) = αx

exp(−α)
for 0 ≤ x.
x!

(A.26)

The normalisation exp(−α) follows because x αx /x! is the full Taylor expansion of the
exponential of α. Poisson distributions are plotted in Fig. A.1. The secret to finding
expectations is “differentiating within the sum”, a common approach:
P

∞
X

⟨X⟩ =

xαx

x=0

∞
∞
X
d
1
d X
1
exp(−α)
= exp(−α)
α αx = α exp(−α)
αx = α.
x!
dα x!
dα x=0 x!
x=0

(A.27)

Similarly,
⟨X 2 ⟩ =

∞
X
x=0

x2 α x

∞
X
d2 x 1
exp(−α)
α
= α2 exp(−α)
+ ⟨X⟩ = α2 + α.
2
x!
dα
x!
x=0

(A.28)

2

d
x
x
The above result follows from noting that α2 dα
Thus the variance is
2 α = x(x − 1)α .
2
2
Var(X) = ⟨X ⟩ − ⟨X⟩ = α = ⟨X⟩. The fact that the variance is equal to the mean leads to
relatively narrow distributions as α gets large.

A.2.2

Continuous probability distributions

The exponential distribution
One of the most common probability distributions – for example, it’s the distribution of
waiting times for an event that has a constant probability per unit time of occurring (given
that it hasn’t occurred already) k.
p(x, k) = k exp(−kx) for 0 ≤ x

(A.29)

Here I have explicitly noted that the distribution depends on a parameter k; frequently,
however, this dependence would be implicit and p(x) would be used.
Some exponential probability densities are plotted in Fig. A.2 (a). The secret to finding
expectations of powers of x with the exponential distribution is to “differentiate under the
integral”, a trick that is often very useful.
⟨X⟩ = k

Z ∞
0

x exp(−kx) dx = −k

Z ∞
d
0

d
exp(−kx) dx = −k
dk
dk

Z ∞
0

exp(−kx) dx = −k

Similalry,
⟨X 2 ⟩ = k

Z ∞
0

x2 exp(−kx) dx = k

Z ∞ 2
d
0

dk

exp(−kx) dx = k
2

d2
(1/k) = 2/k 2 .
dk 2

d
(1/k) = 1/k.
dk
(A.30)

(A.31)

Thus Var(X) = 1/k 2 = ⟨X⟩2 . This is quite important – the variance of an exponential
distribution is its mean squared, or the standard deviation is the mean. This means that
exponential distributions are very broad.
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The normal (Gaussian) distribution
Another extremely common distribution, often arising when we define a random variable as
the sum over vary many independent (but identically distributed) random variables (this
is the Central Limit Theorem – see Ref. 4). The Gaussian distribution is characterised by
the mean µ and the standard deviation σ.
p(x, µ, σ) =

r



1
exp −(x − µ)2 /2σ 2 for all x.
2
2πσ

(A.32)

Here I have explicitly indicated the dependence of the probability distribution on the parameters σ and µ. Frequently this dependence would be left implicit.
Some Gaussian distributions are plotted in Fig. A.2 (b). When evaluating integrals
involving Gaussians, it is useful to note the following. Define In as
In =

Z ∞
−∞

Then,
I0 =

xn exp(−αx2 )dx.

Z ∞
−∞

(A.33)

exp(−αx2 )dx.

(A.34)

This integral is a bit of a pain, but the way to solve it is to square it and then change
variables, as below.
I02 =

Z ∞
−∞

exp(−αx2 )dx

Changing variables to r =

Z ∞
−∞

exp(−αy 2 )dy =

Z ∞Z ∞
−∞ −∞

exp(−α(x2 + y 2 ))dxdy.

(A.35)

x2 + y 2 , θ = arctan(y/x) (polar coordinates), we find

p

I02

=

Z ∞ Z 2π
0

0

r exp(−αr2 )drdθ.

(A.36)

The θ integral is trivial, and the change of variables means that the r integral is feasible
since it is of the form df (r)/dr × exp(f (r)). Thus
I02 = −
Thus, I0 =

p

i∞
πh
π
exp(−αr2 ) = .
0
α
α

(A.37)

π/α. To obtain I2n , simply note that
I2n = −

d
I2n−2 .
dα

(A.38)

q

Thus, for example, I2 = 12 απ3 . The integrand of I1 is the product of an even (exp(−αx2 ))
and an odd (x) term, and hence is zero when integrated over all values of x. The same
holds for all odd terms I2n+1 .
Using these results, we find:
⟨X⟩ =

r

1
2πσ 2

Z ∞
−∞



x exp −(x − µ) )/2σ
2

2



dx =

r

1
2πσ 2

Z ∞
−∞





(y + µ) exp −y 2 )/2σ 2 dy = µ,
(A.39)
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Figure A.2: Some typical continuous probability densities. (a) Exponential distributions
characterised by decay constant k (mean is 1/k). (b) Gaussian distributions with mean
and variance as noted in the legend. The final three, with identical mean but decreasing
variance, illustrate a series that eventually culminates in a delta-function
.

as expected. Here we have used the results for I0 and I1 to evaluate the final step. Similarly,
Var(X) = ⟨X 2 ⟩ − µ2 =
=

q

q

1 R∞
(x2 − µ2 exp
2πσ 2 −∞

1 R∞
(y 2 + 2µy) exp
2πσ 2 −∞

−y 2 /2σ 2



dy =

1
2

q

−(x − µ)2 )/2σ 2 dx


(A.40)
1
2πσ 2

p

π(2σ 2 )3 =

σ2,

where we have used the results for I1 and I2 .
A useful property of Gaussian distributions is that that if Z = X + Y , and X and
Y are independent random variables with Gaussian distributions, Z also has a Gaussian
distribution (with ⟨Z⟩ = ⟨X⟩ + ⟨Y ⟩ and ⟨Z 2 ⟩ = ⟨X 2 ⟩ + ⟨Y 2 ⟩. 4
The Dirac delta function
Hopefully you have met the Dirac delta function before. The delta function isn’t a true
function, but rather the limit of a family of functions as a parameter is taken to zero. One
possible choice of this family (there are many that give the same result) is the family of
normalised Gaussian distributions.
δ(x − µ) = lim

r

σ→0



1
2
2
exp
−(x
−
µ)
)/2σ
for all x
2πσ 2

(A.41)

The limiting process is illustrated in Fig. A.2 (b). Hopefully it is clear that the limiting
distribution is an infinitely sharp spike centred at x = µ.
If representing a probability distribution, δ(x − µ) tells us that the system is guaranteed
to be exactly at x = µ; the probability of finding the particle anywhere else is zero, and the
integral of the delta function over any range including µ (no matter how small) is necessarily
1. But the delta function pops up all over the place in science and engineering, not just
representing probability. In particular, we often see it in expressions like
I=

Z x1
x0

δ(x − µ)f (x)dx,

(A.42)
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where f (x) is an arbitrary function. Because δ(x − µ) is so sharply peaked, any other function f (x) is effectively constant over the range in which δ(x − µ) is non-zero. Consequently,
I = f (µ)

Z x1
x0

δ(x − µ)dx = f (µ) if x1 ≤ µ ≤ x2 , 0 otherwise.

(A.43)

The rule of thumb is that, when integrated with another function f (x), the delta function
δ(x − µ) effectively picks out f (µ).

Appendix B

Programming tips
It is expected, although not required, that students will make use of MATLAB as part of
this course. the comments below are tailored to that particular software/language. Always
remember that you can use the MATLAB commands help xxx or doc xxx to read about
an instruction xxx. You can search MATLAB’s manual for yyy using doc ‘‘yyy". If you
want additional support, you can refer to the “Introduction to MATLAB” material within
the “BIOE96054 - Probability and Statistics for Bioengineering” module on Blackboard.

B.1

Random numbers

One approach to modelling a stochastic process is to generate a string of states that form
a representative sample trajectory. Unlike the simulation of the whole probability distribution, simulations that generate sample trajectories require random numbers, as each
step involves a random choice - whether a discrete choice of the next state, or a random
kick drawn from a Gaussian distribution. Getting computers (deterministic machines) to
generate random numbers is a subtle problem. In practice, most random number generators produce a “pseudorandom” sequence of numbers that is governed by a a chaotic but
deterministic underlying equation. The numbers appear random, but actually would be predictable if you knew the initial state (the “seed”) of the random number generator, and the
underlying update equation. Entertainingly, this means that we’re often using chaos to approximate random numbers for our model, which is using random numbers to approximate
chaos in the real world.
One important consequence is that if you re-run code with the same seed, you will get
exactly the same results, since the same sequence of random numbers will be used. This
possibility is a major source of mistakes for people who are new to stochastic simulation.

B.1.1

Generating random numbers in MATLAB

Most programming languages, including MATLAB, provide built-in random number generators for you to use; MATLAB’s is pretty good so you don’t need to do anything clever
with it. In particular:
• X=rand; will give you a single random number uniformly distributed in the interval
(0,1).
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• X=randi(upper limit); will give you a single random integer uniformly distributed
in the interval (1,upper limit).
• X=normrnd(mu,sigma); will generate a single random number from a Gaussian distribution with mean mu and standard deviation sigma.
• X=exprnd(mu); will generate a single random number from an exponential distribution with mean mu.
• rng(seed); seeds the random number generator (sets its initial state) with the nonnegative integer seed. If you don’t explicitly set the seed, a MATLAB session will
start with seed 0. If you run two MATLAB sessions with the same seed, you will get
exactly the same sequence of random numbers.
Note that you don’t need to re-seed the random number generator if you run multiple
simulations within one MATLAB session. The random number generator will not
reset unless you end the session or re-seed it.

B.2

Vectors and Matrices in MATLAB

The basic data structure in MATLAB is an array of numbers. These arrays can be multidimensional, and have arbitrary length. A single number is an array with one dimension
and length one; a vector is an array with one dimension (of length greater than one) and a
matrix is a 2D array.
For an introduction to creating, editing and using arrays in MATLAB, please refer to
lecture 1 of the “Introduction to MATLAB” material within the “BIOE96054 - Probability and Statistics for Bioengineering” module on Blackboard. Here, I would just like to
emphasise a couple of key points.
• You can use arrays to keep track of properties like the state of a system over time.
If your system is taking multiple steps (governed by a while or for loop), you can
record the state during each loop and then analyse/plot the behaviour after the loop
is finished.
• Similarly, you can use arrays to keep track of quantities like a degree histogram if you
are looping over nodes in a network and recording the degree of each one.
• As ever, with MATLAB, please remember that indexing of arrays starts from 1 (not 0).
This can be particularly important if, for example, you’re trying to make a histogram
(such as a degree distribution) that includes the possibility of degree 0. If you try to
assign a number to the zeroth element of an array, your code will not work!

B.3

Functions in MATLAB

For a more thorough introduction to functions, please see lecture 3 of the “Introduction to
MATLAB” material within the “BIOE96054 - Probability and Statistics for Bioengineering”
module on Blackboard.
Functions are a useful way to simplify your code, and make it more modular. If you can
parcel a portion into a separate m-file, your code is easier to read. Moreover, if you need
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to use the same bit of multiple times, but perhaps with a different input, you don’t have to
copy your code out again each time - you can just call the function.
Within this course, I find it is particularly helpful to use functions when you have
complex update steps during the time evolution of a system - for example, during a Gillespie
simulation or the spread of disease on a network. In these cases, you need to pass the current
state of the system to the function, along with any key parameters (eg. birth rate, death
rate) and the function should return either an updated state, or the change that shoudl be
applied to the current state.
The general structure of a function would be:
function [a,b] = my function(c,d,e,f)
Some instructions in which c,d,e,f are used to set a,b;
end
Here, “a,b” stand for the names of whatever variables you want to return (eg. “new population”)
and “c,d,e,f” stand for the input variables (eg. “old population, birth rate”). “my function”
is the name of your function - you can chose whatever you like, as long as it doesn’t clash
with other names. You should save the function with the name “my function.m”, of course
substituting whatever name you chose.
You can then use the function within another MATLAB script, or simply call it from
the command interface. If your function returns (multiple) values, you will want to use the
syntax below to assign these values to variables within your script:
[script var1,script var2] = my function(inputs);
Here, “inputs” is whatever set of variables you are chosing to input into the function.
For the function call to work, “my function.m” must be visible in the MATLAB path – ie.,
you must have saved it somewhere that MATLAB can see it. If you’re having difficulties with
this aspect, please refer to lecture 3 of the “Introduction to MATLAB” material within the
“BIOE96054 - Probability and Statistics for Bioengineering” module on Blackboard. The
simplest thing to do is work in a single folder.
It is extremely important to remember that your function won’t change the values of
any variables that are defined outside the function itself while it runs (unless you go out of
your way to define these variables globally). The function will make copies of any inputs
you give it, and edit those copies - not the original inputs. It is only by returning variables
and assigning them, as depicted above, that your function can update the state of the rest
of your code.

B.3.1

Function handles in MATLAB

Function handles are a way to turn a function into a sort of variable in MATLAB. I can
define a function handle like this:
f=@my function;
“f” is then a function handle to “my function”. One use is then that “f” is a shortcut;
“f(x)” is equivalent to “my function(x)”. The true power is that “f” itself can be updated
and passed around between functions, a bit like a variable, but we don’t do that in this
course.

100

APPENDIX B. PROGRAMMING TIPS

Instead, we use function handles to turn one-line expressions into functions without
going to the bother of creating a separate m-file. For example, f=@(x) 2*x*x+4; gives us a
function handle “f”, and we can use “f(x)” to evaluate the one-line function on any input.
For example, “f(3)” would give us 22. This ability is particularly helpful when defining,
for example, potentials or forces as a function of x.

B.4

Plotting in MATLAB

For a more thorough introduction to plotting in MATLAB, please see lecture 2 of the
“Introduction to MATLAB” material within the “BIOE96054 - Probability and Statistics
for Bioengineering” module on Blackboard.
The essential thing to remember is that it is trivial to plot a vector as a function of its
index, one vector against another, or one dimension of an array against another. If I have
a vector X, then
plot(X);
will produce a simple line plot with the entries of X plotted against their index within
the vector. If I have two vectors X and Y of the same length, then
plot(X,Y);
will plot the two with X on the horizontal axis and Y on the vertical axis. If I have an
array A, then
plot(A(:,1),A(:,2));
will plot the second column of A on the vertical axis against the first column on the
horizontal axis.
Other types of graph can be obtained by replacing “plot” with “bar”, ‘stem”, ‘pie”
etc.
Some other useful plotting instructions:
• ‘hold on” will prevent the next plot from overwriting the previous; instead, the two
plots will be overlaid.
• ‘hold off” reverses the above instruction, so that the next plot overwrites the current
one.
• ‘spy” displays a matrix as a 2d grid, with non-zero elements coloured. It gives the
overview of the matrix structure (particularly helpful for networks).
• If you have an adjacency matrix “A”, the following code produces a visual display of
the network
H = graph(A(1:nodes,1:nodes));
plot(H,‘Layout’,‘force’);
set(gca, ‘FontSize’, 1);

Appendix C

The Attic
Here I’ve collected material that is no longer part of the course, but was at some point. It
may be a useful or interesting reference for you. However, you don’t need to know any of
this material to do your coursework or exams.

C.1

The Chapman-Kolmogorov equation

Markov processes obey the Chapman-Kolmogorov equation:
p(x3 , t3 |x1 , t1 ) =

X

p(x3 , t3 |x2 , t2 )p(x2 , t2 |x1 , t1 ),

x2 ∈Ax

for t3 > t2 > t1 , which states that the probability of going from x1 to x3 is given by the
sum over the probabilities of paths that go through all possible intermediates x2 at time
t2 . This equation is very useful when constructing mathematical proofs of the properties of
stochastic processes.

C.2

The fundamental matrix, absorbing states and first
passage times

Let us assume we have a system described by a discrete-state, discrete-time stochastic
process with one or more absorbing states. These states might be true absorbing states, or
may have been created by us for the purpose of analysis (see Tip 1.6.5). Having identified
our absorbing states, we can re-order our states (change the labels i) so that the absorbing
states come last. In this case, the transition matrix T is composed of sub matrices
T=

U 0
R I

!

(C.1)

.

The symbol I represents an identity, and the lower half of T has this form because absorbing
states are necessarily unaffected by the application of T. With this rearrangement,
T =
m

Um
0
R + RU + RU2 ... + RUm−1 I
101

!

=

Um
0
RW(m − 1) I

!

,

(C.2)
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where I have defined W(m) = I + U + U2 ... + Um (note that the I symbol represents an
identity of any appropriate dimension - the I appearing here is typically not the same as
that in Eq. C.1).
What does W(m) represent? Wij (0) = Iij is the probability that the process started in
j and reached i after zero steps (which is, of course, zero unless i = j). Wij (1) is the sum of
this probability and the probability that a process that started in state j is in state i after
one step. Continuing this reasoning, we see that
Wij (m) =

m
X

p(xi , n|xj , 0).

(C.3)

n=0

In words, Wij (m) is the expected number of times the process is in state i in the first m
steps of the Markov chain after starting in j (where both i and j are not absorbing states
from the definition of U in Eq. C.1). Assuming that at least one absorbing state can be
reached from every state in the system, then all processes are eventually absorbed. Since
Wij (m) describes only visits to non-absorbing states, Wij (m) will tend to a constant in
the limit m → ∞, Wij . This matrix W is the fundamental matrix associated with U, and
Wij gives the expected number of times a process starting in j occupies state i prior to
absorption, averaged over all possible lengths of trajectories prior to absorption.
The really neat trick is that the limiting W can be calculated. From its definition, it is
easy to see that
W(m) = I + UW(m − 1).
(C.4)
In the limit m → ∞, we have W(m) = W(m − 1) = W. Thus
W − UW = I, =⇒ W = (I − U)−1 ,

(C.5)

which is simple (if often tedious without MATLAB) to calculate.
Armed with W we can calculate the expected number of Markov chain steps before
absorption (a first passage “time” tabs ) – this is simply the total number of expected steps
spent in each non-absorbing state. If we know that the system starts in state j
⟨tabs
j ⟩=

X

Wij ,

(C.6)

i

where the sum runs over the non-absorbing states. If we have an uncertain initial state,
distributed with probability pj (0),
⟨tabs ⟩ =

X

Wij pj (0).

(C.7)

i,j

I demonstrate the use of the fundamental matrix to find the expected first passage time in
video C.1.
What about if we’ve got more than one absorbing state? We might be interested in
knowing which one we end up in. Returning to Eq. C.1, we see that the total probability
that a system has transitioned from an initial state j to an absorbing state l during the first
m steps is given by the top right of the matrix, (RW(m − 1))lj . Note that the index l stands
for the lth absorbing state, just as j stands for the jth non-absorbing state. If there are
two absorbing states, l = 1 or 2, regardless of how many states there are in total. Allowing
m → ∞, we obtain (RW)lj as the probability that an initial state of index j reaches the
absorbing state of index l after any number of steps. I demonstrate this approach in video
C.2. As in Eq. C.7, we can also average (RW)lj over an initial distribution pj (0) if desired.

C.3. A DEEPER DIVE INTO THERMODYNAMICS, COARSE-GRAINING AND THE
BOLTZMANN DISTRIBUTION
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Exercise C.1. Consider the process in Ex. 1.5. Using the fundamental matrix method,
calculate the expected number of days to reach V from U.
Solution: We are interested in the time to reach V, but not what happens afterwards.
Therefore V should be made into an absorbing state.Having done this, we have a matrix of
the form:
!
U 0
,
(C.8)
R I
with

0 0.5
0.3 0.5

U=

!

(C.9)

,

Here, the first row/column corresponds to state Q, and the second to state U. To find the
expected number of steps, we find
W = (I − U )

−1

=

1.43 1.43
0.86 2.86

!

.

(C.10)

Because we are interested in the average of the total number of steps taken to get from U
to V, we sum the entries in the second column to give 4.3.

C.3
C.3.1

A deeper dive into thermodynamics, coarse-graining
and the Boltzmann distribution
Coarse graining and free energies int he Boltzmann distribution

The Boltzmann distribution presented in Eq. 2.8 is the equilibrium distribution for a system
maintained at a constant temperature by its surroundings (with which it can exchange
energy in the form of “heat”). Strictly speaking, this formula only holds if our “states” are
a truly microscopic (atomic-level) description of reality. Energy tends to be shared between
a system and its environment so that low energy states of the system are more favourable
in the equilibrium distribution, with the temperature setting the energy scale.
Typically, however, we don’t describe systems at the atomic level of detail – we talk in
terms of macrostates, like describing proteins as “active” or “inactive”. In this setting, the
role of the energy Ei in Eq. 2.8 is instead taken by the free energy Fi . You can think of Fi as
an effective energy, which is a sum of the energetic term and a second entropic contribution
to the stability of a macrostate that comes from having lots of available microstates. In
this course we will always just talk in terms of energies, but really these are all free energies
with an entropic component. I discuss this idea further in video C.3.
The probability distribution of macrostates in the Boltzmann distribution is given by
πi ∝ exp(−Fi /kB T )

or

π(x) ∝ exp(−F (x)/kB T )

(C.11)

where Fi (or F (x)) is the free energy. The proportionality constant is given by normalising.
A more complete but still easily readable discussion of the Boltzmann distribution and
its underlying basis is given in Refs. 2,9. More technical discussions can be found in
Ref. 10. Note that the free energy introduced here is the Helmholtz free energy, which
applies to systems at constant temperature and volume. The Gibbs free energy (G) plays
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an equivalent role for systems at constant temperature and pressure. We shall not worry
about the differences between the two. Indeed, in the common context of modelling solutes
(eg. proteins) in solvent that is treated implicitly, they are essentially identical since the
solvent maintains an essentially constant volume. 2,9

C.3.2

The relationship between transition rates and free energies in
equilibrium systems

Combining Eq. 2.5 and C.11, we have the following relationship between forwards and
backwards transition rates in an equilibrium discrete-state, continuous-time process.
πi
Kij
=
= exp(−(Fi − Fj )/kB T ).
Kji πj

(C.12)

Thus free energy differences specify the ratio of forwards and backwards transition rates.
This relationship is incredibly important when designing models of non-driven systems. If
we wish to design a model that respects detailed balance, it is generally easiest to create a
model for Fi , and then estimate either Kij or Kji for every pair of states, with the other
rate constant following from Eq. C.12.
We can also consider two states i and j that are connected via a state k. Multiplying
together the ratios obtained for i ⇌ k and i ⇌ k, we obtain
Kik Kkj
πi
=
= exp(−(Fi − Fj )/kB T ).
Kjk Kki πj

(C.13)

A similar result holds for any path between two states, no matter how long the path; the
ratio of the rates in one direction along the path to the ratio of the rates in the other
direction is given by the free energy difference between the endpoints. If the end point and
the start point are the same state, and the path is a cycle, the free energies of the start and
end points cancel and we obtain
Kij
= 1.
K
j→i in forwards cycle ji
Y

(C.14)

The product of the rates going in one direction around the cycle is identical to the product
of the rates in the reverse direction in a system that is capable of reaching equilibrium.

C.3.3

Using ATP consumption to break detailed balance

Frequently, it is helpful for biological systems to break the rule encapsulated by Eq. C.14.
One example is the kinetic proofreading scheme discussed in Ex. 2.7. Another would be in
a cyclically-operating molecular motor protein like myosin – it is important for the motor
to preferentially go round its cycle in one direction, or there would be no systematic motion
along its polymer track. As I discuss in video C.4 biology solves this problem by using
molecular fuel molecules like ATP. If a forwards cycle through the states of the motor
protein is actually associated with consuming an ATP molecule, we haven’t really got back
to where we started after a cycle. Instead, the world contains one fewer ATP molecules
than before. Thus there can be a constant flow of chemical fuel through the system, and
detailed balance need not apply. In fact, the degree to which detailed balance is violated is
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directly related to the free-energy change of the fuel molecule during the forward process,
∆Ffuel ,
Y
Kij
exp(−∆Ffuel /kB T ) =
,
(C.15)
K
j→i in forwards cycle ji
Here, ∆Ffuel is the change in free energy of the (implicit) fuel molecule during the forwards
cycle through the explicitly represented states of the motor protein. If this is negative –
meaning that the free energy stored in the fuel is used up durign the forwrds cycle – left
hand side of Eq. C.15 can be greater than 1, and the forwards cycle through the state of
the motor protein would be favoured. By contrast, this ratio would necessarily be 1 in a
detailed balanced system (Eq. C.14), since the overall free energy change in a cycle would
be zero.

C.4

The autocorrelation function

In Ch. 3 we discussed time-dependence in stochastic processes. A common metric for
quantifying how stochastic processes evolve over time is the autocorrelation function, which
describes how much the random variables X(t1 ) and X(t2 ), corresponding to the same
stochastic process at different points in time, depend on each other.
If the covariance Cov(X(t1 ), X(t2 )) = ⟨X(t1 )X(t2 )⟩ − ⟨X(t1 )⟩⟨X(t2 )⟩ of two X(t1 ) and
X(t2 ) is non-zero, it indicates that the value of X at time t1 is predictive of its value at
time t2 , and vice versa. Here,
⟨X(t1 )X(t2 )⟩ =

X

x1 x2 p (x1 , t1 ; x2 , t2 ) .

(C.16)

x2 ,x1 ∈AX

If we normalise this covariance by the standard deviations of X at t1 and t2 , we obtain
the autocorrelation function
RX (t1 , t2 ) =

Cov(X(t1 ), X(t2 ))
.
σX(t1 ) σX(t2 )

(C.17)

If the state at t1 perfectly predicts that at t2 , RX (t1 , t2 ) = 1 since RX (t1 , t2 ) is just
the variance divided by itself. If the states are independent, the covariance is zero and
RX (t1 , t2 ) = 0. Intermediate values tell us how correlated the fluctuations are over time.
If we can assume the stationary distribution holds at both times, p(x, t1 ) = p(x, t2 ) =
π(x), so σX (t1 ) = σX (t2 ) = σX and ⟨X(t1 )⟩ = ⟨X(t2 )⟩ = ⟨X⟩. Unfortunately, p (x1 , t1 ; x2 , t2 ) =
p(x2 , t2 |x1 , t1 )π(x1 ) and depends on the detailed dynamics. ⟨X(t1 )X(t2 )⟩ is then non-trivial,
but will only depend on the time separation τ = t2 − t1 . We therefore write, for arbitrary t,
RX (τ ) =

⟨X(t)X(t + τ )⟩ − ⟨X⟩2
.
2
σX

(C.18)

I illustrate the calculation of RX (τ ) in a specific example in video C.5.
Exercise C.2. Let X(t) be a continuous-time stochastic process describing the number
of ligand molecules bound to a cell-surface receptor (Fig. C.1 (a)). The receptor can bind
either 0 or 1 molecules, and the transitions between these states occur at a rate K01 = koff
and K10 = kon [L], where [L] is the concentration of the ligand.
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Figure C.1: (a) Binding and unbinding of small molecular “ligands” from a cell-surface
receptor. (b) Possible time traces for the number of ligands bound to the receptor for
systems with two distinct sets of parameters.

A. Identify the stationary probabilities π0 and π1 .
B. Which of the following solutions correctly describes the evolution of a system that has
a molecule bound at t = 0? Hint: you don’t need detailed calculations to rule out the
wrong ones, think about what long times and t = 0.
















(a) p1 (t) =

kon [L]
kon [L]+koff

on [L]
+ exp(−(kon [L] + koff )t) 1 − konk[L]+k
.
off

(b) p1 (t) =

kon [L]
kon [L]+koff

on [L]
+ exp(+(kon [L] + koff )t) 1 − konk[L]+k
.
off

(c) p1 (t) =

koff
kon [L]+koff

on [L]
+ exp(+(kon [L] + koff )t) 1 − konk[L]+k
.
off

(d) p1 (t) =

koff
kon [L]+koff

on [L]
+ exp(−(kon [L] + koff )t) 1 − konk[L]+k
.
off

C. We wish to calculate the autocorrelation of X(t) in the stationary distribution, using
Eq. C.18. Write down ⟨X⟩ in the stationary distribution. Hint: only the X = 1 state
contributes to the average.
2 = ⟨X 2 ⟩ − ⟨X⟩2 in the stationary distribution? Hint: only the X = 1 state
D. What is σX
contributes to the relevant averages.

E. Explain why ⟨X(t)X(t + τ )⟩ = π1 p1 (τ ), where p1 (τ ) is given by substituting τ into
your solution to part B.
F. Write down the autocorrelation as a function of the time gap τ .
G. Basing your answer on the autocorrelation function, how long do I have to wait before
the state of the receptor at time t + τ is essentially independent of its state at time t?
H. For which of the two systems illustrated by traces in Fig. C.1 (b) does RX drop off
more slowly?
Solution:
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A. The system only has two states, so must obey detailed balance in the stationary
distribuion. This gives us K10 π0 = K01 π1 . Substituting in for the transition rates
K01 = koff and K10 = kon [L], and using the normalisation condition π0 + π1 = 1, gives
you the answer π0 = koff /(koff + kon [L]), π1 = kon [L]/(koff + kon [L]). It is also possible
to find the stationary distribution by finding the eigenvector of the transition matrix
with eigenvalue 1, and then normalising.
B. (b) and (c) have a term that grows exponentially with time, which can’t be right
(eventually they will exceed 1). (d) Doesn’t have the correct initial condition p1 (0) = 1.
That leaves a.
C. ⟨X(t)⟩ = 1 × π1 + 0 × π0 = π1 = kon [L]/(koff + kon [L]).
2 = ⟨X 2 ⟩−⟨X⟩2 = π −π 2 =
D. ⟨X 2 (t)⟩ = 1×π1 +0×π0 = π1 = kon [L]/(koff +kon [L]). So σX
1
1
2
kon [L]koff /(koff + kon [L]) .

E. The only contribution to the average is when both X(t) and X(tτ ) are 1, just like
with the averages we calculated previously. The probabilities of these both occurring
are π1 and p1 (τ ), since p1 (τ ) is the probability of the receptor being bound to a ligand
given that it was bound a time τ in the past.
F. Use the previously-derived expressions for ⟨X(t)X(t + τ )⟩ = π1 p1 (τ ) and the mean
and variance of X(τ ). Helpfully it is possible to cancel terms and simplify, giving
exp(−(kon [L] + koff )t).
G. The autocorrelation function shows an exponential decay. The receptor thus ”forgets”
its previous state with a time scale given by the inverse of the decay rate kon [L] + koff .
Thus the state at time t + τ is essentially independent of that at time t for τ ≫
1/(kon [L] + koff ).
H. X2 (t). The switching is slower for X2 (t), so the state at a time t tells you more about
the state of the system at t+τ . Another way to look at this is to say that the timescale
1/(kon [L] + kof f )is larger for X2 (t).

C.5

Rare events and transition states

We rarely describe processes at the most microscopic (atomistic) level in biology; we
typically consider macrostates that group many microscopic configurations together (see
Fig C.2). If we describe the dynamics using a discrete-state Markov process at the level of
these macrostates, X(t), we are explicitly assuming that transitions between possible states
x ∈ AX are rare events. A transition between two macrostates A and B can be described
as a rare event if the typical time spent in A or B prior to a transition is much longer than
the typical time required to reach a stationary distribution for a process confined to A or
B, and if the time spent in the grey area between A and B is also small compared to the
time spent in A or B prior to a transition.
If transitions are not rare events, it is hard to justify modelling A ⇌ B as a Markov
process, as discussed in detail in video C.6 For example, it is usually reasonable to describe
the binding and unbinding of molecules, such as the receptor and ligand discussed in Ex. 3.6,
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Figure C.2: A microscopic process Z(t) is grouped into two “macrostates”, X = 1 and
X and K X ) can be
X = 2. The overall rates of transition between X = 1 and X = 2 (K12
21
estimated by considering the probability that the transition state Z = ztr is occupied.

as rare events. For most of the time the ligand is clearly bound or unbound, and transitions
between the two are slow compared to the internal molecular rearrangements.
If we have access to a (slightly) more microscopic description than simply x ∈ AX , then
we can start to make predictions about overall effective transition rates between different
X states. For simplicity assume that the coarse-grained states are labelled by AX = {1, 2},
and let Z(t) be a stochastic process describing the system at a more microscopic level of
X and K X , the overall effective rates, is
detail (see Fig. C.2). One approach to estimate K12
21
known as transition state theory. The idea is to identify the microscopic configuration(s)
Z = ztr that sit on the dividing line between X = 1 and X = 2; systems in these transition
states could go one way or the other. An illustration of this idea is given in Fig. C.2, and
an example in video C.7.
In the simplest approach to transition state theory, we assume that the transition between two macrostates X = 1 and X = 2 occurs at a rate
X
K21
= k0 π(Z = zt |X = 1).

(C.19)

Here, k0 is a constant with units of 1/time and π(Z = zt |X = 1) is the probability of being in
the transition state zt when in a stationary distribution confined to X = 1. The basic idea
is that the system moves around within macrostate X = 1, sampling it fully and reaching a
steady state over the microstates of Z within X = 1. Very occasionally, during this process,
the system reaches the transition state Z = zt , and when it does a transition can occur. Thus
the overall rate of transition is proportional to the probability of being in the transition
state in the stationary distribution π(Z = zt |X = 1).
For a single process, Eq. C.19 isn’t fantastically useful. We don’t know k0 a priori, and
identifying π(Z = zt |X = 1) is hard. Transition state theory really comes into its own is
when we compare similar processes. For example, we might be interested in the relative
rates at which a protein unfolds under two different forces, or the rate of dissociation of two
DNA duplexes of different lengths. In cases such as these, we can assume k0 doesn’t change
much, and look to estimate changes in π(Z = zt |X = 1) due to changes in conditions.
Often, as above, the change in π(Z = zt |X = 1) between systems can be estimated
through the change in free energy of the transition state relative to macrostate X = 1. We
often think of the transition state as being at the top of a free-energy “barrier” between
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l
Figure C.3: Candidate plots of the unbinding rate kunbnind
as a function of duplex length
l for Ex. C.3.

X = 1 and X = 2. The time scale of a rare event is the time scale to climb this barrier,
which grows exponentially with barrier height.
Exercise C.3. Consider the model of DNA introduced in Fig. 2.8. We are interested in
estimating the relative unbinding rates for strands of different length. Assume that the
state with 1 base pair is the transition state between the bound state with M > 0 base pairs
and the unbound state. We assume kzip > kunzip .
A. What is the free-energy of the 1-base-pair-state relative to the N -base-pair-state,
F (1) − F (N )?
B. Assume that, for strands with N bases in total, the state with N base pairs is by
far the most likely in equilibrium of all the states with more than 0 base pairs. This
P
means that π1 / m=N
m=1 πm ≈ π1 /πN . Using this assumption, and your calculation of
F (1) − F (N ), estimate π(M = 1|M > 0) as a function of N .
C. Using the result from (B) and transition state theory, estimate the ratio of unbinding
rates of two strands with lengths N and L,

N
kunbind
.
L
kunbind

D. Which of the graphs in Fig. C.3, showing unbinding rates as a function of length,
describes this dependency?
Solution:
A. The free energy difference between state N − 1 and state N is F (N − 1) − F (N ) =
kzip
π
−kB T ln πNN−1 = kB T ln kunzip
. The difference between N − 2 and N − 1 is the same, as
is the difference between N − 3 and N − 2 etc. The total difference is therefore given
kzip
by N − 1 times this term, F (N − 1) − F (N ) = (N − 1)kB T ln kunzip
.
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B. π(M = 1|M > 0) = π1 / m=N
m=1 πm ≈ π1 /πN . Therefore you can use the relationship
between free energies and relative probabilities, and substitute in your answer from
P

part (A), obtaining

kunzip N −1
.
kzip

N
C. A simple application of transition state theory would be kunbind
= k0 π(M = 1|M > 0),
where k0 is a constant. Using your previous answers, this quantity can be evaluated
for lengths N and L. When you divide one by the other, the k0 terms cancel and you

get




kunzip N −L
.
kzip

D. The answer to part (C) shows that unbinding rates get exponentially smaller as the
length increases. Exponential fall-offs look like straight lines with a negative slope on
a semi-log plot. So the answer is (a).

C.6

Derivation of the distribution of events in a fixed time
window for the Poisson point process

Let Θ be a stochastic variable giving the time between spikes in a Poisson point process.
We can define a probability density of these gaps, P (θ) (note: I am using a capital P to
avoid confusion in the next section). To calculate this probability density, note that P (θ)δθ,
by definition, is the probability that no event occurs within time θ and that an event occurs
in the subsequent δθ, for small δθ. To calculate this quantity, let us define a “survival”
probability S(θ), which is the probability that no event occurs for the period θ. In our case,
events occur at a constant rate ν. Thus the survival probability follows the equation
dS(θ)
= −νS(θ),
dθ

(C.20)

just like radioactive decay. More formally, consider a two-state Markov process in which the
two states are “1: no event has happened” and “2: an event has occurred”, with K21 = ν
and K12 = 0. The ODE for p1 (t) of this Markov process is that given by the ODE for S
above.
Thus the survival probability is given by S(θ) = exp(−νθ) (this should remind you of
the Gillespie algorithm, Section 2.5.2). We now need the probability that an event occurs
in a small δθ, having not occurred within θ. But this is simply
S(θ) − S(θ + δθ) = −

dS(θ)
δθ + O(δθ2 )
dθ

(C.21)

As we take limit δθ → 0, we obtain
P (θ) =

S(θ) − S(θ + δθ)
dS(θ)
=−
= ν exp(−νθ),
δθ
dθ

(C.22)

which is the exponential distribution (Sec. A.2.2). Again, this should remind you of the
Gillespie algorithm, Section 2.5.2.
A relevant quantity for many point Poisson processes is the number of events M in a
fixed window, ∆t. For example, a neuron might trigger a response if and only if the number
of pulses in a given time exceeds a threshold. Clearly, M itself is a random variable, since
the timing between events is random.

C.6. DERIVATION OF THE DISTRIBUTION OF EVENTS IN A FIXED TIME
WINDOW FOR THE POISSON POINT PROCESS

111

For a point Poisson process with rate ν, the distribution of M can be calculated as a
function of ν and ∆t (let’s call it pm (ν, ∆t)). Firstly, it is trivial to calculate the probability
of no events - this is just a survival probability:
p0 (ν, ∆t) = exp(−ν∆t).

(C.23)

Now consider the probability of m + 1 events, pm+1 (ν, ∆t). By definition, this must be the
probability of having a first event after some time θ < ∆t, P (θ) from Eq. C.22, multiplied
by the probability of m events in the remaining ∆t − θ, integrated over all possible first
event times θ.
pm+1 (ν, ∆t) =

Z ∆t
0

dθP (θ)pm (ν, ∆t − θ) =

Z ∆t
0

dθν exp(−νθ)pn (ν, ∆t − θ).

(C.24)

Now we will guess a solution and check that it works. Consider the Poisson distribution
with mean ν∆t (Sec. A.2.1):
ppo
n (ν∆t) =

exp(−ν∆t)(ν∆t)m
.
m!

(C.25)

It is clear that our guess satisfies p0 (ν, ∆t) = ppo
0 (ν∆t). We will now argue that if pm (ν, ∆t) =
po
ppo
(ν∆t),
then
p
(ν,
∆t)
=
p
(ν∆t)
must
hold. To see this, we substitute Eq. C.25
m+1
m
m+1
into the RHS of Eq. C.24, obtaining
pm+1 (ν, ∆t) =

Z ∆t
0

dθν exp(−νθ)
=

exp(−ν(∆t − θ))(ν(∆t − θ))m
m!

∆t
ν
dθ(ν(∆t − θ))m
exp(−ν(∆t))
m!
0
(ν(∆t − θ))m+1
=
exp(−ν(∆t))
(m + 1)!
= ppo
m+1 (ν∆t).

Z

(C.26)

We can now prove that pm (ν, ∆t) = ppo
m (ν∆t) by induction; it is true for m = 0, and for
m + 1 given if it is true for m, so pm (ν, ∆t) = ppo
m (ν∆t) must hold for all integers m ≥ 0. To
summarise this important conclusion: if independent events occur with a fixed rate ν, then
the distribution of number of events M within a time window ∆t is the Poisson distribution
with mean ν∆t.

Appendix D

Additional exercises
These additional questions have been added in response to some students saying that they
would appreciate more practice. You are not expected to have done them for your exams/coursework, and there is no new understanding here that is not presented in the main
text.

D.1

Chapter 1

D.1.1

Questions

Figure D.1: Graph representing a discrete-time Markov Chain.

A. A discrete-time, discrete-state Markov process has 3 states A, B and C. In a single
step, a system in state A transitions to B with a probability of 1/10, a system in
state B transitions to A or C, each with a probability 1/2, and a system in state
C transitions to A with a probability 2/10. Otherwise, no transition occurs and the
system stays in its current state.
i. Represent this stochastic process as a graph and write down the transition matrix
T, with components Tij , describing the system.
113
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ii. The system is initially in state A. Find the probability distribution of the system
after 2 time steps.

B. Consider the process illustrated in Fig. D.1. Write down the transition matrix of a
modified system that could be used to study whether, for the original process, state
5 or state 6 is reached first from a starting point of state 1.
C. A circadian clock is a biochemical system used by cells to track the time of day;
the state of one or more proteins changes periodically with time. A very simple
continuous-time, discrete-state Markov model of a single circadian clock protein is
illustrated in Fig. D.2. The protein has four states. Allowed transitions form a cycle,
and each allowed rate has value k.

Figure D.2: The stochastic process describing a circadian protein.

The master equation for this system takes the form


d 


dt 

p0 (t)
p1 (t)
p2 (t)
p3 (t)









 = K



p0 (t)
p1 (t)
p2 (t)
p3 (t)




.


(D.1)

Write down the matrix K.

Figure D.3: A simple discrete-state, discrete-time model.

D. Consider the discrete-state, discrete-time process shown in Fig. D.3. Here, 0 < q < 1.
How many time steps does it take to go from state 0 to state 1 and back again to
state 0, on average? You may find Ex. 1.8 helpful.
E. In a 3-state (A, B, C) model, A → B with a rate of 1, A → C with a rate of 2, B → A
with a rate of 4, C → A with a rate 2 and C → B with a rate of 3 (all rates in units
of per second). What is the discrete-time process embedded in this continuous time
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process? Which state has the longest life time (the average time before transitions
out of the state)?

D.1.2

Solutions

Figure D.4: Graphical representation of transition matrix.
A.

i. See Fig. D.4. Labelling indices in alphabetical order, we get:
9/10 5/10 2/10


0
0 .
T =  1/10
0
5/10 8/10




(D.2)

ii. Apply T2 to (1, 0, 0)T , or apply T twice to (1, 0, 0)T . The second is easier, but
both are correct. The answer is
86/100


p =  9/100  .
5/100




(D.3)

B. We first convert the target states into absorbing states, and then write down the
matrix.





′
T =




C.

0
0 0.5 0 0 0
0.6 0
0
0 0 0
0 0.7 0
0 0 0
0 0.3 0 0.2 0 0
0
0 0.5 0.8 1 0
0.4 0
0
0 0 1





K=

−k 0
0
k
k −k 0
0
0
k −k 0
0
0
k −k











(D.4)







(D.5)

D. One way is to split this into two halves, and calculate the number of times steps for
each transition separately. If you do this, you can use the brute force method and
simply evolve the probability distribution, recording the probability with which things
arrive in state at each time point. More elegantly, however, we can note that (as in
Ex. 1.8), the mean number of attempts before a successful 0 → 1 is 1/q, and the mean
number of attempts before a successful 1 → 0 is 1/(1 − q). Summing gives 1/(q(1 − q))
steps on average to complete a cycle.
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E. Index the states in alphabetical order.
0 1 2/5


T =  1/3 0 3/5  .
2/3 0 0




(D.6)

A has the longest lifetime since the sum of the transition rates out of A is smaller.

D.2

Chapter 2

D.2.1

Questions

A. Show that the vector

20/27


π =  2/27 
5/27




(D.7)

corresponds to the normalised stationary distribution of the system in Q1 of Section D.1.1 .
B. Find the stationary distribution of the system in Fig. D.2.
C. We are interested in the the transcription of a gene into mRNA, and the subsequent
translation of the mRNA into proteins. First, we consider the mRNA only. Let
R(t) be the number of mRNA present at time t. Assume that R(t) is a discrete-state,
continuous time Markov process in which R(t) can take values r that are non-negative
integers. Further, assume that mRNA molecules are produced at a constant rate kR
and degraded (or diluted away) at a constant rate per mRNA molecule γR .
i. R(t) is a standard type of population process. What is this type of process known
as? What is ⟨R⟩ in the stationary distribution?
ii. Does detailed balance apply to the stochastic variable R(t)? Why?
iii. Ribosomes use mRNA to create proteins without destroying the mRNA. Assume
that each mRNA produces proteins at a rate kQ , that proteins are degraded
(or diluted away) at a constant rate per protein γQ , and that the presence of
ribosomes has no effect on the RNA dynamics. Let the total protein molecules be
Q(t). The combined system (R(t), Q(t)) defines a Markov process, with possible
states labelled by r, q. The Master equation for this process is
dpr,q (t)
= −(rkQ + qγQ + kR + rγR )pr,q (t) + rkQ pr,q−1 (t)
dt
+(q + 1)γQ pr,q+1 (t) + kR pr−1,q (t) + (r + 1)γR pr+1,q (t).

(D.8)

Describe the transition represented by each each term involving kQ and γQ in
Eq. D.8.
D. Calculate the stationary distribution of the system in Fig. D.5. How does it compare
to the stationary distribution for Fig. D.3?
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Figure D.5: A simple discrete-state, discrete-time model. 0 < q < 1, 0 < αq < 1.

D.2.2

Solutions

A. The stationary distribution π is an eigenvector of T with eigenvalue 1. Tij πj = πi . It
is easy to show explicitly that this is the case. Morevover, the vector is normalised
since 20/27 + 5/27 + 2/27 = 1.
B. You can try to find an eigenvector with eigenvalue 0 using simultaneous equations,
or you can just observe that, by symmetry (all states are equivalent), the stationary
distribution must be (1, 1, 1, 1)T .
C.

i. This is an immigration-death process. By looking at how the parameters compare to the immigration-death model introduced in Chapter 2, we see that the
stationary disribution is a Poisson with ⟨R⟩ = kR /γR .
ii. Yes, because it is a 1d process with neighbour transitions. It is not an equilibrium
system (transcription involves the consumption of a lot of molecular fuel).
iii.

• rkQ pr,q is the overall rate at which the system undergoes transitions from q
to q + 1 due to production of a protein.
• qγQ pr,q is the overall rate at which the system undergoes transitions from q
to q − 1 due to decay of a protein.
• rkQ pr,q−1 is the overall rate at which the system undergoes transitions from
q − 1 to q due to production of a protein.
• (q + 1)γQ pr,q+1 is the overall rate at which the system undergoes transitions
from q + 1 to q due to decay of a protein.

D. There are lots of ways to answer this question, including finding the eigenvector of T
with eigenvalue 1. However, it is perhaps easier to note that a two-state system must
obey detailed balance, and therefore π(0)P (1, n + 1|0, n) = π(1)P (0, n + 1|1, n). Thus
π(1)/π(0) = q/(1 − q), and the normalised stationary distribution is
π=

1−q
q

!

.

(D.9)

The same distribution is obtained for the system in Fig. D.3.

D.3

Chapter 3

D.3.1

Questions

A. Consider a system obeying the Fokker-Planck equation, Eq. 3.3. Let B(x) = 2D = 1,
A(x) = 2 and p(x, 0) = √12π exp(−x2 /2) (in dimensionless units) at some time t = 0. As
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time progresses, the density changes in a way governed by the Fokker-Planck equation.
In which region(s) will this probability density initially increase with time? Detailed
calculation is not necessarily required.
In which region(s) is the probability density increasing with time?
(a) Nowhere.
(b) Everywhere.
√
√
(c) x < −2
√− 5 and x >√−2 + 5.
(d) −2 − 5 < x < −2 + 5.

B. Consider the system shown in Fig. D.2 At time t = 0, the protein is initially in state
0 with probability 1. By considering a reduced system including only states 0 and 1,
or otherwise, derive:
i. The probability that the protein remains in state 0 until at least t = k2 .
ii. The probability that the protein leaves state 0 before time t =

1
2k .

C. Consider Fig. D.5. Which range of values of α would make the system be more likely
to be in state 1 on step n if it was in state 1 on step n − 1 than if it was in state 0 on
step n − 1?
D. Continuation of Ex. 3.8.
i. What is the standard deviation in the waiting time Θ between events in a Poisson
point process with rate parameter ν? You may find Appendix A.2.2 helpful.
ii. What is the mean total time taken for two events to occur ⟨Θ1 + Θ2 ? What is
the standard deviation of this total time?

D.3.2

Solutions

A. It is possible to substitute p(x) into the RHS of the Fokker-Planck equation, and solve
for it being equal to zero. You will obtain a quadratic with roots consistent with (c).
You can then work out that growth is greater than 0 outside of these roots.
However, it is simpler to eliminate the alternatives. Purely from diffusion, a Gaussian
will tend to grow at its extremes and decrease near its peak. The drift term favours
increases for positive x and decreases for negative x. So it is clear that p(x, t) will
definitely tend to increase at very positive values of x and decrease at values of x that
are negative but close to x = 0. In these regions, drift and diffusion result in the same
tendency to increase/decrease, so there is no doubt. Only (c) matches this behaviour.
B. We are only interested in whether the first step has been taken; its subsequent behaviour can be ignored. Thus it is sufficient to consider a reduced system of 0,1 with
k
1 treated as an absorbing state: 0 → 1. For this reduced system,
dp0
= −kp0 .
dt

(D.10)

This ODE is solved by p0 (t) = A exp(−kt), where A is a constant. In our case A = 1
because the protein is initially in state 0 with 100% certainty.
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i. The answer is given by p0 (2/k) = exp(−2) ≈ 0.135.
1
ii. The answer is given by 1 − p0 ( 2k
) = 1 − exp(−1/2) ≈ 0.393.

C. The probability of being in state 1 on step n is 1 − α(1 − q) if the system is in state 1 on
step n−1, and αq idf it is in state 0 on ste n−1. We therefore require 1−α(1−q) > αq
which implies α < 1. Given that α > 0 is stated in the question (α < 0 would not be
a well-defined process, transition probabilities would be negative), we have 0 < α < 1.
D.

i. Appendix A.2.2 helpful has the derivation of the variance in full. σ(Θ) = ⟨Θ⟩ =
1/ν.
ii. Since events in a Poisson point process are independent, then it is easy to calculate
the statistical properties of the sum of the two times. The mean is the sum of
the means√(⟨Θ1 + Θ2 ⟩ = 2/ν) and the variance is the sum of the variances. Thus
σΘ1 +Θ2 = 2/ν.

D.4

Chapter 4

D.4.1

Questions

A. What is the probability of any two specific edges both being present in an Erdős-Rényi
network if each edge is present with a probability p?
B. A directed Erdős-Rényi network has 26 nodes, no self-edges and an average outdegree k̄out = 5. Estimate the expected number of pairs of nodes that are connected
by both possible edges.
C. Social scientists study an undirected, unweighted network of social interactions of 10
individuals. There are 16 edges in total and no self edges. Within this network,
the social scientists observe 4 “triangles” in which three inividuals are all connected
directly to each other. By comparing the number of triangles to the expected number
in an appropriate Erdős-Rényi null model, deduce whether these triangular sub-graphs
are likely to be motifs.

D.4.2

Solutions

A. The probability of any given pair of edges being present is p2 , since they are independent.
B. For each node, there are 25 possible outwards connections. Thus 1/5 of the possible
edges are present and p = 1/5. Thus both edges between a pair of nodes will be present
with a probability of q = p2 = 1/25. There are N (N − 1)/2 = 13 × 25 possible pairs
of nodes in this network, and thus we would expect qN (N − 1)/2 = 13 pairs of nodes
connected by both edges.
C. The probability of a single edge existing is k̄/(N − 1). The probability of 3 specific


3

edges (a given triangle) existing is k̄/(N − 1) .
How many possible trianngles are there? The task is to chose 3 from M. Thus there
are N !/((N − 3)!3!) distinct sets of three nodes.
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The expected number of triangles is the probability of three edges existing, multiplied
by the number of possible triangles. In our case, this is (3.2/9)3 × 10!/(7!3!) = 5.4.
Since the observed number of triangles (4) is not substantially greater than the number
expected in an Erdős-Rényi network of the same average degree (5.4), we have no
evidence that that the triangle of interactions is an over-represented motif in the
social model.

Bibliography
[1]

https://en.wikipedia.org/wiki/CC (cat).

[2]

P. Nelson. Biological physics: Energy, information life. W. H. Freeman, NY, NY.,
2003.

[3]

J J Hopfield. Kinetic proofreading: a new mechanism for reducing errors in biosynthetic
processes requiring high specificity. Proceedings of the National Academy of Sciences
USA, 71(10):4135–4139, October 1974.

[4]

N. G. Van Kampen. Stochastic processes in physics and chemistry. Elsevier, Amsterdam, 2007.

[5]

B. Alberts, A. Johnson, J. Lewis, M. Raff, K. Roberts, and P. Walter. Molecular
Biology of the Cell, 4th Edition. Garland Science, New York, 2002.

[6]

https://en.wikipedia.org/wiki/Dijkstra%27s algorithm.

[7]

U. Alon. An Introduction to Systems Biology: Design Principles of Biological Networks.
CRC press, Boca Raton, FL, 2007.

[8]

D. J. C. MacKay. Information Theory, Inference, and Learning Algorithms. Cambridge
University Press, Cambridge, UK, 2003.

[9]

T. E. Ouldridge. The importance of thermodynamics for molecular systems, and the
importance of molecular systems for thermodynamics. Nat. Comput., 17:3–29, 2018.

[10] K. Huang. Statistical Mechanics, Second Edition. John Wiley & Sons, Inc., New York,
1987.

121

